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Combinatorial Games

vs

Games where the actions of each player 𝑖 are bit-strings 𝐴𝑖 ⊆ 0,1 𝑑𝑖  defining some combinatorial object and 
there could be exponentially many of those..



Combinatorial Game Examples

Normal-Form Games
- Deterministic strategies of each player are in one-to-one correspondence with vertices of the simplex in 𝐴𝑖  

dimensions

- Number of bit strings = number of actions



Combinatorial Game Examples

Extensive-Form Games
- Deterministic sequence-form strategies are bit strings corresponding to 0/1 probability flows in each 

player’s tree-form decision process

Black player’s deterministic 
strategies

- Number of strategies could be exponential in game 
representation



Combinatorial Game Examples

Path-Games
- Deterministic strategies are all simple paths from source to sink
- Can be represented as a bit string of which edges are used (1) or not used (0) in the path

- Number of strategies per player could be exponentially many in the graph size



Combinatorial Game Examples

Colonel Blotto
- Deterministic strategies are all ways to split 𝑛 soldiers into 𝑘 battlefields
- Can be represented as a bit string 

- e.g. one block per battlefield, and for each block a one-hot encoding of number of soldiers allocated

- Number of strategies per player: if 𝑛 soldiers, 𝑘 battlefields: 𝑛+𝑘−1
𝑘−1



General Setting

Each player chooses strategy 𝑥𝑖 ∈ Ωi ⊆  ℝ𝑑𝑖  where Ω𝑖  is polyhedral strategy set with 0/1 vertices 𝑉𝑖

Utility of player 𝑖 is linear in 𝑥𝑖’s

Goal: no-regret learning

Challenge: How to sidestep exponential size of 𝑉𝑖?

- If we can project into Ω𝑖  can use projected gradient descent

- But this could be far from optimal, e.g. even in normal-form game 𝑑𝑖𝑇 vs log 𝑑𝑖𝑇 



No-Regret Algorithms for Combinatorial Games

Different conceptual approaches exist:

Conversion to a single simplex of convex 
combinations of vertices

Decomposition into local decision 
problem over actions at each decision 

point

Use general convex optimization tools 
(e.g., FTRL)

Exploits structure of 
problem and specific 
learning algorithm

Less specialized; 
general tool

Key question:

How to sidestep 
exponential size?

Main idea:

𝑅(𝑇) ≔ max
ො𝑥∈𝑋 

෍

𝑡=1

𝑇

𝑢 𝑡 , ො𝑥 − 𝑥 𝑡

Every point in the polytope is a convex combination of its finitely 
many vertices V ≔ 𝑣1, … , 𝑣𝑚 . So, operate a change of variable: 
learn the convex combination, not the points 𝑥(𝑡)

𝑅(𝑇) ≔ max
෡𝜆∈Δ(𝑉) 

෍

𝑡=1

𝑇 ⋮

⟨𝑢 𝑡 , 𝑣⟩
⋮

, መ𝜆 − 𝜆(𝑡)

Perf. of vertex



𝜆(1) ≔
1

|𝑉𝑖|
𝟏 ∈ ℝ𝑉𝑖        

For 𝑡 = 1, 2, …

Play mixed strategy Ω𝑖 ∋ 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe reward vector 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉𝑖

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ωi ⊆ ℝ𝑑

𝑉𝑖  vertices of Ωi General Setup:

Ωi ⊆  ℝ𝑑   polyhedral strategy set for 
Player i (e.g., sequence-form polytope 
for EFGs) with 0/1 vertices

𝑉𝑖  vertices of Ωi 

“Utility of vertex v”

…We weight vertices using MWU



𝜆(1) ≔
1

|𝑉𝑖|
𝟏 ∈ ℝ𝑉𝑖        

For 𝑡 = 1, 2, …

Play mixed strategy Ω𝑖 ∋ 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe reward vector 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉𝑖

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ωi ⊆ ℝ𝑑

𝑉𝑖  vertices of Ωi Main theorem [Farina-Lee-Luo-

Kroer’22]

When Ω𝑖 has 0/1-coordinate vertices, 

Vertex MWU can be implemented 

using d+1 evaluations of a 0/1-

polyhedral kernel at each iteration

Crucially independent on the number of vertices of Ω𝑖!

As long as the kernel function can be evaluated efficiently, then 
Vertex (O)MWU can be simulated in polynomial time



Setup
Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0, 1}𝑑  

Definition (0/1-feature map of Ω)

𝜙Ω ∶ ℝ𝑑 → ℝ𝑉 ,                        𝜙Ω 𝑥 𝑣 ≔ ς𝑘:𝑣 𝑘 =1 𝑥[𝑘] 

Given any vector, for each vertex it computes the product of the 

coordinates that are hot for that vertex

Definition (0/1-polyhedral kernel of Ω)

𝐾Ω ∶ ℝ𝑑×ℝ𝑑 → ℝ,    𝐾Ω 𝑥, 𝑦 ≔ 𝜙Ω 𝑥 , 𝜙Ω 𝑦 = σ𝑣∈𝑉 ς𝑘:𝑣 𝑘 =1 𝑥 𝑘 ⋅ 𝑦[𝑘]



Let’s see how the feature map and the kernel help simulate Vertex 
MWU



Idea #1 𝜆(1) ≔
1

|𝑉|
𝟏 ∈ ℝ𝑉         

For 𝑡 = 1, 2, …

Play 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe utility 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0,1}𝑑  

Lemma 1: At all times t, 𝜆 𝑡  is 

proportional to the feature map of 

the vector

ℝ𝑑 ∋ 𝑏 𝑡 ≔ exp 𝜂 ෍

𝜏=1

𝑡−1

𝑢 𝜏  

Recall (feature map):
𝜙Ω ∶ ℝ𝑑 → ℝ𝑉 ,    𝜙Ω 𝑥 𝑣 ≔ ς𝑘:𝑣 𝑘 =1 𝑥[𝑘] 

Proof: by induction 

Consequence: by keeping track of 𝑏(𝑡) we are 

implicitly keeping track of 𝜆(𝑡) as well

…So, no need to actually perform the update on line 5 
explicitly

5

3



Idea #1 𝜆(1) ≔
1

|𝑉|
𝟏 ∈ ℝ𝑉         

For 𝑡 = 1, 2, …

Play 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe utility 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0,1}𝑑  

Lemma 1: At all times t, 𝜆 𝑡  is 

proportional to the feature map of 

the vector

ℝ𝑑 ∋ 𝑏 𝑡 ≔ exp 𝜂 ෍

𝜏=1

𝑡−1

𝑟 𝜏  

Recall (feature map):
𝜙Ω ∶ ℝ𝑑 → ℝ𝑉 ,    𝜙Ω 𝑥 𝑣 ≔ ς𝑘:𝑣 𝑘 =1 𝑥[𝑘] 

Proof: by induction 

Consequence: by keeping track of 𝑏(𝑡) we are 

implicitly keeping track of 𝜆(𝑡) as well

…So, no need to actually perform the update on line 5 
explicitly

5

3

Remaining obstacle: how can we 
evaluate line 3 with only implicit 

access to 𝜆(𝑡) via 𝑏(𝑡)?



Idea #2 𝜆(1) ≔
1

|𝑉|
𝟏 ∈ ℝ𝑉         

For 𝑡 = 1, 2, …

Play 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe utility 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0,1}𝑑  

Lemma 1: At all times t, 𝜆 𝑡  is 

proportional to the feature map of the 

vector

ℝ𝑑 ∋ 𝑏 𝑡 ≔ exp 𝜂 ෍

𝜏=1

𝑡−1

𝑢 𝜏  

5

3

Lemma 2: At all times t, 𝑥 𝑡  can be reconstructed from 𝑏(𝑡) as

𝑥(𝑡) = 1 −
𝐾Ω 𝑏 𝑡 , 𝟏 − 𝑒1

𝐾Ω 𝑏 𝑡 , 𝟏
, … , 1 −

𝐾Ω(𝑏 𝑡 , 𝟏 − 𝑒𝑑)

𝐾Ω(𝑏 𝑡 , 𝟏)

(d+1 kernel 
evaluations)



𝜆(1) ≔
1

|𝑉|
𝟏 ∈ ℝ𝑉        

For 𝑡 = 1, 2, …

Play 𝑥(𝑡) ≔ σ𝑣 ∈ 𝑉𝑖
𝜆(𝑡) 𝑣 ⋅ 𝑣

Observe utility 𝑢(𝑡) ∈ ℝ𝑑

Set 𝜆 𝑡+1 𝑣 ≔
𝜆(𝑡) 𝑣 ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣⟩

σ
𝑣′∈𝑉

𝜆(𝑡) 𝑣′ ⋅𝑒𝜂 ⟨𝑢 𝑡 ,𝑣′⟩

Vertex MWU algorithm

Setup
Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0,1}𝑑  

𝑏(1) ≔ 0 ∈ ℝ𝑑
𝑏(1) ≔ 𝟏 ∈ ℝ𝑑         

For 𝑡 = 1, 2, …

Play 𝑥(𝑡) ≔ 1 −
𝐾Ω 𝑏 𝑡 ,𝟏−𝑒1

𝐾Ω 𝑏 𝑡 ,𝟏
, … , 1 −

𝐾Ω(𝑏 𝑡 ,𝟏−𝑒𝑑)

𝐾Ω(𝑏 𝑡 ,𝟏)

Observe utility 𝑢(𝑡) ∈ ℝ𝑑

Set 𝑏 𝑡+1 ≔ exp 𝜂 σ𝜏=1
𝑡 𝑢 𝜏

Kernelized MWU algorithm
Setup

Ω ⊆ ℝ𝑑

𝑉 vertices of Ω
𝑉 ⊆ {0,1}𝑑  





Non-Compact Games

vs

What if players can write code they want, innovate on morphology of their robot/molecule etc? 
The corresponding strategy spaces become non-compact or infinite-dimensional/non-parametric.

Equilibrium existence and standard equilibrium learning dynamics fail, in general.

Q: How to resurrect their existence?



Why does equilibrium existence fail?

1 2 3 4 …

1 1 1 1 1 …

2 -1 1 1 1 …

3 -1 -1 1 1 …

4 -1 -1 -1 1 …

… … … … … …

Player 2 (max player)

Player 1 
(min 

player)

Fact: “Guess the larger number” game has no Nash equilibrium (not even a non-trivial approximate eq).

 what if we exclude “guess the larger number”?

“Guess the larger number” Game



 what if we exclude “guess the larger number”?

1 2 3 4 …

1 1 1 1 1 …

2 -1 1 1 1 …

3 -1 -1 1 1 …

4 -1 -1 -1 1 …

… … … … … …

Player 2 (max player)

Player 1 
(min 

player)

Fact: “Guess the larger number” game has no Nash equilibrium (not even a non-trivial approximate eq).

Theorem [Hanneke-Livni-Moran’21]: If an (infinite) {−1,1}-valued two-player zero-sum game has no 
subgame which is “Guess the larger number,” then it has an 𝜖-approximate Nash equilibrium for all 𝜖 > 0.

Player 2 (max player)

Player 1 
(min 

player)

largest such 
submatrix is 

finite

 how about real-valued games?

Resurrecting Equilibrium Existence



 how about real-valued games?

1 2 3 4 …

1 1 1 1 1 …

2 -1 1 1 1 …

3 -1 -1 1 1 …

4 -1 -1 -1 1 …

… … … … … …

Player 2 (max player)

Player 1 
(min 

player)

Fact: “Guess the larger number” game has no Nash equilibrium (not even a non-trivial approximate eq).

Theorem [Hanneke-Livni-Moran’21]: If an (infinite) {−1,1}-valued two-player zero-sum game has no 
subgame which is “Guess the larger number,” then it has an 𝜖-approximate Nash equilibrium for all 𝜖 > 0.

Player 2 (max player)

Player 1 
(min 

player)

Theorem [Daskalakis-Golowich’22] For any 𝜖 > 0, if an (infinite) real-valued two-player zero-sum game 
has no subgame which is 𝜖-close to some “scaling” of “Guess the larger number,” then it has 𝐶 ⋅ 𝜖-
approximate Nash equilibrium.

largest such 
submatrix is 

finite for all 𝜽

Curious fact: existence proofs use Ramsey’s theorem rather than Brouwer’s fixed point theorem !?!

Resurrecting Equilibrium Existence



Learning Dynamics

Double Oracle Algorithm [McMahan-Gordon-Blum’03] (also used in PSRO)

Double Oracle Algorithm

Setting: two-player zero-sum game 𝐺 =  (𝒜, ℬ, 𝑢), 𝒜: minimizer’s strategies  
Input: nonempty finite subsets 𝐴0 ⊆ 𝒜, 𝐵0  ⊆ ℬ, and  𝜀 ≥ 0 

1: Let t: =  0 
2: repeat 
3:  Find a minimax equilibrium (𝑝𝑡

∗, 𝑞𝑡
∗) of subgame (𝐴𝑡 , 𝐵𝑡 , 𝑢) 

4:  Find some 𝑎𝑡+1 ∈ BR𝒜(𝑞𝑡
∗) and 𝑏𝑡+1 ∈ BRℬ(𝑝𝑡

∗) 
5:  Let 𝐴𝑡+1 ∶= 𝐴𝑡  ∪  {𝑎𝑡+1} and 𝐵𝑡+1 ∶= 𝐵𝑖  ∪  {𝑏𝑡+1} 
6:  𝑡 ≔ 𝑡 + 1
7: end if 𝑢(𝑝𝑡

∗, 𝑏𝑡+1) − 𝑢(𝑎𝑡+1, 𝑞𝑡
∗) ≤ 𝜀 

Output: 𝜀-equilibrium (𝑝𝑡
∗ , 𝑞𝑡

∗) of game 𝐺

Question (also asked in [Gemp et al.’22]): under what conditions does this end in finite time? 

How about multi-player/general-sum generalizations of this algorithm?



Computing equilibria

• Setting: an infinite zero-sum game (+ extensions to general-sum in our paper)

• Goal: compute a minimax equilibrium using an easy-to-compute oracle

• We’ll assume access to two oracles:

• Value oracle: given strategies for both players, output the utility (verifier solves this!)

• Best-response (aka ERM) oracle: given a finitely-supported mixed strategy of the opponent, returns a 
best response (Claude solves this given verifier!)

Theorem [Assos, Attias, Dagan, Daskalakis, Fishelson ‘22]: There is a (variation to the double-oracle) 
algorithm that computes an 𝜖-minimax equilibrium using a best-response and a value oracle for both 
players, as long as the guess-the-larger-number obstruction is absent from the game (in which case there 
do not exist equilibria).

Follows from [Hazan, Koren ‘16]: The running time of our algorithm is optimal if the only access to the 
game is a value and a best-response oracle.



Algorithm: a variant of Double-Oracle
• A “Turn-based” Double Oracle algorithm

• The algorithm computes action sets 𝐴0 ⊆ 𝐴1 ⊆ ⋯ ⊆ 𝒜 for the minimizing player (player  w/ action set 𝒜) 
and 𝐵0 ⊆ 𝐵1 ⊆ ⋯ ⊆ ℬ for the maximizing player (player w/ action set ℬ) such that

 Val 𝐴𝑡+1, 𝐵𝑡 = Val 𝒜, 𝐵𝑡 ≤ Val 𝐴𝑡 , 𝐵𝑡 − 𝜖 
Val 𝐴𝑡+1, 𝐵𝑡+1 = Val 𝐴𝑡+1, ℬ ≥ Val 𝐴𝑡+1, 𝐵𝑡 + 𝜖

• Each iteration is implemented using Best-Response and Value oracle calls

• Central Claim: The algorithm is guaranteed to terminate after 2𝑂 𝒕𝒓(𝑮)𝟑/𝜖4
 iterations where 𝑡𝑟(𝐺) is largest 

guess-the-largest game!

• An 𝜖-minimax equilibrium can be computed from there!

Maximizing 
Player

Minimizing 
Player

VALUE

𝐵0

𝐴0

0.5

𝐴1

0.2

⊆

𝐵1⊆

0.8

𝐴2⊆

0.6

𝐵2⊆

0.7

𝐴3⊆

0.6 ⋯

Computing 𝑩𝒕+𝟏 (similarly 𝑨𝒕+𝟏)
• Alternatingly, over multiple rounds, Player 

A updates her randomization over 𝐴𝑡+1 
(which is finite!) using a no-regret learning 
algorithm, and Player B plays her best-
response over the full set ℬ (using ERM 
oracle!) against A’s average history so far 
(i.e. runs Be-The-Leader algorithm)

• 𝐵𝑡+1 ← 𝐵𝑡 ∪ {actions played by Player B}



Algorithm: a variant of Double-Oracle
• A “Turn-based” Double Oracle algorithm

• The algorithm computes action sets 𝐴0 ⊆ 𝐴1 ⊆ ⋯ ⊆ 𝒜 for the minimizing player (player  w/ action set 𝒜) 
and 𝐵0 ⊆ 𝐵1 ⊆ ⋯ ⊆ ℬ for the maximizing player (player w/ action set ℬ) such that

 Val 𝐴𝑡+1, 𝐵𝑡 ≈ Val 𝒜, 𝐵𝑡 ≤ Val 𝐴𝑡 , 𝐵𝑡 − 𝜖 
Val 𝐴𝑡+1, 𝐵𝑡+1 ≈ Val 𝐴𝑡+1, ℬ ≥ Val 𝐴𝑡+1, 𝐵𝑡 + 𝜖

• Each iteration is implemented using Best-Response and Value oracle calls

• Central Claim: The algorithm is guaranteed to terminate after 2𝑂 𝒕𝒓(𝑮)𝟑/𝜖4
 iterations where 𝑡𝑟(𝐺) is largest 

guess-the-largest game!

• An 𝜖-minimax equilibrium can be computed from there!

Maximizing 
Player

Minimizing 
Player

VALUE

𝐵0

𝐴0

0.5

𝐴1

0.2

⊆

𝐵1⊆

0.8

𝐴2⊆

0.6

𝐵2⊆

0.7

𝐴3⊆

0.6 ⋯

Computing 𝑩𝒕+𝟏 (similarly 𝑨𝒕+𝟏)
• Alternatingly, over multiple rounds, Player 

A updates her randomization over 𝐴𝑡+1 
(which is finite!) using a no-regret learning 
algorithm, and Player B plays her best-
response over the full set ℬ (using ERM 
oracle!) against A’s average history so far 
(i.e. runs Be-The-Leader algorithm)

• 𝐵𝑡+1 ← 𝐵𝑡 ∪ {actions played by Player B}



Analyzing the game: binary case
• Assume that the algorithm proceeds for 𝑇 iterations (want to show must be finite)

• Claim: can find 𝑡1, 𝑡2, … , 𝑡𝑘=Θ(𝑇𝜖) and a threshold 𝜃 such that 

Val 𝐴𝑡𝑖
, 𝐵𝑡𝑗

≤ 𝜃 if 𝑖 > 𝑗 ; Val 𝐴𝑡𝑖
, 𝐵𝑡𝑗

≥ 𝜃 + 𝜖 if 𝑖 ≤ 𝑗

• Hence, there exists an 𝜖-separated “guess-the-larger-number” subgame of mixed strategies 𝑝𝑡1
, … , 𝑝𝑡𝑘

, 
𝑞𝑡1

, … , 𝑞𝑡𝑘
, where (𝑝𝑡𝑖

, 𝑞𝑡𝑖
) is minmax strategy of the finite subgame

• By [Hanneke-Livni-Moran ’21], [Assos, Attias, Dagan, Daskalakis, Fishelson ‘23], there exists a guess-
the-larger-number subgame of pure strategies of size about log 𝑘.*  (*if time permits)

• Since threshold dimension is bounded (a.k.a. Littlestone is bounded), the size of this subgame is 
bounded.

• This yields a bound on the number of iterations 𝒒𝒕𝟏
𝒒𝒕𝟐

𝒒𝒕𝟑
𝒒𝒕𝟒

…

𝒑𝒕𝟏
…

𝒑𝒕𝟐
…

𝒑𝒕𝟑
…

𝒑𝒕𝟒
…

… … … … … …

Player 𝐵 (max player)

Player 𝐴 
(min 

player)

≥ 𝜃 + 𝜖

≤ 𝜃

Maximizing 
Player

Minimizing 
Player

VALUE

𝐵0

𝐴0

0.5

𝐴1

0.2

⊆

𝐵1⊆

0.8

𝐴2⊆

0.6

𝐵2⊆

0.7

𝐴3⊆

0.6 ⋯𝜃



𝒒𝟏 𝒒𝟐 𝒒𝟑 … 𝒒𝑵

𝒑𝟏

𝒑𝟐

𝒑𝟑

…

𝒑𝑵

≥ 𝜃 + 𝜖

≤ 𝜃

Analyzing the game: binary case

Large ⟹ Large-ish

𝒃𝟏 𝒃𝟐 𝒃𝟑 ... 𝒃𝒏

𝒂𝟏 …

𝒂𝟐 …

𝒂𝟑 …

… …

𝒂𝒎 … … … … …

1

−1

Here is where Ramsey is 
involved, 𝑚 ≈ log 𝑁
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