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Refresher: Full-Info Online Learning Setting

e Fort=1,..,T:
* Learner chooses x(X) € X’ ¢ R"
* Environment chooses g(*) € R"
» Learner receives utility w® = (g®, x®) and observes utility function u'¥(-) = (g'¥,-)

* How does the environment choose g(®)?
* We want to remain agnostic to this, because we want whatever we prove to be super robust

* So, we will assume that the g(t) are chosen by an adversary
* |[n games, g(t) result from the choices made by the other players at step t

* Learner’s External Regret: Reg(T) = rpg{ZLl((g(”ff) — (g(t):x(t)»}
X

« When X = A(4), xV) can be viewed as a probability distribution over actions in 4
- External Regret can equivalently be writtenas: ~ Reg™) = mg}{z'le((g(t), eq) — (g9, x9))}
a

(570 (40 — (5©,29)))

aeAi



Last time...



Online Learning with Bandit Feedback

e Fort=1,..,T:
* Learner chooses x(!) € X c R"
* Environment chooses g(*) € R"
* Learner receives utility w(t) = (g(t),x(t)) but does not observe utility function u(® () = (g® -

* This poses a problem with running algos that use full information feedback, i.e. not just w®
but the whole u(®)

* The algorithms we saw for X’ = A(A), all have this property!

* General algorithmic architecture to tackle this issue:

Bandit regret
minimizer

Gradient gt Full-info. gyt Strategy )
Estimator regr. minim.| < X scrambler...
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Let’s execute on this approach for X’ = A(4)

Bandit regret
minimizer

w'?) Gradient QI'“ FHH-I.Hfﬂ. 'y“-] Stl‘ateg}-’v ) e X
g . > . s — bl ) >
' Estimator regr. minim.| < X scrambler.-:.

 We will use:
e for “Full-info regret minimizer,” the MWU algorithm
» for “Strategy scrambler,” the algorithm that samples y(t)
. ie.x® = e @, where a® = {a, with probability y*) (a)

* So, at every round t:
« Learner plays some deterministic action a(®) and observes only that coordinate of g(®, i.e. she observes w(® = g®(a(®)
 But adversary can only predict y(t) and not the sample realization a(®

* Question: Given w(®) is there an unbiased estimator of g(t)?
(t)
* Answer: Yes, the importance sampling estimator g“) = (m) e,
e Theorem: Assume y(t)(a) > (0, for every action a. Then, the importance sampling estimator is unbiased, that is, IE[g(t)] = g(t).

N ) gD (a® 7O
+ Proof: E[g"] = E 0,0 [(m) ea(t)] =Ey0.,0 [(W) ea(t)] =Y.y (@ (y(t)(a)) e =Y.9P (@ e, = g




Let’s execute on this approach for X’ = A(4)

Bandit regret
minimizer

w'?) Gradient QI'“ FHH-I.Hfﬂ. 'y“-] Stl‘ateg}-’v ) e X
g . > . s — bl ) >
' Estimator regr. minim.| < X scrambler.-:.

 We will use:
e for “Full-info regret minimizer,” the MWU algorithm
» for “Strategy scrambler,” the algorithm that samples y(t)
. ie.x® = e @, where a® = {a, with probability y*) (a)

* So, at every round t:
« Learner plays some deterministic action a(®) and observes only that coordinate of g(®, i.e. she observes w(® = g®(a(®)
 But adversary can only predict y(t) and not the sample realization a(®

* Question: Given w(®) is there an unbiased estimator of g(t)?
(t)
* Answer: Yes, the importance sampling estimator g“) = (m) e,

e Theorem: Assume y(t)(a) > (0, for every action a. Then, the importance sampling estimator is unbiased, that is, IE[g(t)] = g(t).
* Importance sampling estimator could explode upwards.

(® _
* Hereis a variant that doesn’t: g = 1 + (W—l) e, o -still E[g”] = g'¥ but now g® < 1



The Exp3 Algorithm

EXP3 Algorithm

Initialize:

vt = 1:

W(q) = —
y(a) =15, va

sample: a®® ~ y(® observe: g (a®)

estimate: g; (a) = 4

( 1, ifa = a®

g(t) (a(t))_l

1+ ifa =a®’

update: y(&*tD(q) =

y©(a®)

y(a)-exp(n-ge(a))
%1 v©O(a")-exp(n-ge(a)’

Ya

Ya

Theorem: Suppose g® € [0,1]4 and ©. Then
EXP3 incurs pseudo-regret

max E[Z7-, g© (@) | — E[X]-; 9 @®)]
a
< Inl4] _I_log Al

2 n
E : w.r.t. randomness in adversary’s strategy (if

any) and randomness in sampling the a(®’s

2 log|A|
|A|T

Pseudo-regret< \/ZTIAI log |A] .

Takingn = gives




Let’s be precise about regret?

Bandit regret

|
|
. minimizer
l
w® | Gradient
: Estimator

Full-info.
regr. minim.

Strategy @)
scrambler.-:.

rcX

T
PseudoReg(T) = max [k |:Z <g(t), T

Pseudo-regret

Pseudo-regret < Expected regret

Expected regret

High-probability regret
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  t = 1 , … , T


   𝒙  ( t ) ∈ 𝒳 ⊂  ℝ n


   𝒈  ( t ) ∈  ℝ n


   w  ( t ) =  ⟨   𝒈   ( t ) ,  𝒙   ( t ) ⟩


   u   ( t ) ( ⋅ ) = ⟨  𝒈   ( t ) , ⋅ ⟩


   𝒈  ( t )


   𝒈  ( t )


   𝒈  ( t )


  t


  Re  g  ( T ) =   max   𝒙 ^ ∈ 𝒳  {   ∑  t = 1 T   (   ⟨   𝒈   ( t ) ,  𝒙 ^ ⟩ −  ⟨   𝒈   ( t ) ,  𝒙   ( t ) ⟩ ) }


  𝒳 = Δ ( A )


   𝒙  ( t )


  A


  Re  g  ( T ) =   max  a ∈ A  {   ∑  t = 1 T   (   ⟨   𝒈   ( t ) ,  𝒆 𝒂 ⟩ −  ⟨   𝒈   ( t ) ,  𝒙   ( t ) ⟩ ) }


  =   max  a ∈ A  {   ∑  t = 1 T   (   g a   ( t ) −  ⟨   𝒈   ( t ) ,  𝒙   ( t ) ⟩ ) }


  t = 1 , … , T


   𝒙  ( t ) ∈ 𝒳 ⊂  ℝ n


   𝒈  ( t ) ∈  ℝ n


   w  ( t ) =  ⟨   𝒈   ( t ) ,  𝒙   ( t ) ⟩


   u   ( t ) ( ⋅ ) = ⟨  𝒈   ( t ) , ⋅ ⟩


   w  ( t )


   u  ( t )


  𝒳 = Δ ( A )


  𝒳 = Δ ( A )


   𝒚  ( t )


   𝒙  ( t ) =  𝒆   𝒂  ( 𝒕 )


   a  ( t ) = { a ,


   y   ( t ) ( a )


  t :


   a  ( t )


   𝒈  ( 𝒕 )


   w  ( t ) =  g   ( t )  (   a   ( t ) )


   𝒚  ( t )


   a  ( t )


   w  ( t )


   𝒈  ( t )


     𝒈 ~   ( t ) =  (     w   ( t )   y   ( t )  (   a  ( t ) ) )  𝒆   𝒂  ( 𝒕 )


   y   ( t )  ( a ) > 0


  a


  𝔼  [     𝒈 ~   ( t ) ] =  𝒈   ( t ) .


  𝔼  [     𝒈 ~   ( t ) ] =  𝔼   a  ( t ) ∼  y  ( t )  [   (     w   ( t )   y   ( t )  (   a  ( t ) ) )  𝒆   𝒂  ( 𝒕 ) ] =  𝔼   a  ( t ) ∼  y  ( t )  [   (     g   ( t )  (   a   ( t ) )   y   ( t )  (   a  ( t ) ) )  𝒆   𝒂  ( 𝒕 ) ] =  ∑ a   y   ( t ) ( a )  (     g   ( t )  ( a )   y   ( t )  ( a ) )  𝒆 𝒂 =  ∑ a   g   ( t ) ( a )  𝒆 𝒂 =  𝒈   ( t ) .


  𝒳 = Δ ( A )


   𝒚  ( t )


   𝒙  ( t ) =  𝒆   𝒂  ( 𝒕 )


   a  ( t ) = { a ,


   y   ( t ) ( a )


  t :


   a  ( t )


   𝒈  ( 𝒕 )


   w  ( t ) =  g   ( t )  (   a   ( t ) )


   𝒚  ( t )


   a  ( t )


   w  ( t )


   𝒈  ( t )


     𝒈 ~   ( t ) =  (     w   ( t )   y   ( t )  (   a  ( t ) ) )  𝒆   𝒂  ( 𝒕 )


   y   ( t )  ( a ) > 0


  a


  𝔼  [     𝒈 ~   ( t ) ] =  𝒈   ( t ) .


     𝒈 ~   ( t ) = 𝟏 +  (     w   ( t ) − 1   y   ( t )  (   a  ( t ) ) )  𝒆   𝒂  ( 𝒕 )  


  𝔼  [     𝒈 ~   ( t ) ] =  𝒈   ( t )


   𝒈  ( t ) ≤ 𝟏


   y  ( 1 )  ( a ) =  1  | A | ,     ∀ a                


  ∀ t ≥ 1 :


   a  ( t ) ∼  y   ( t )


   g  ( t ) (  a  ( t ) )


     g t ~  ( a ) =  {     1 ,                                         i f   a ≠  a   ( t )   1 +    g   ( t )  (   a   ( t ) ) − 1   y  ( t )  (   a  ( t ) ) ,           i f   a =  a  ( t ) ,   ∀ a


     y  ( t + 1 )  ( a ) =    y  ( t )  ( a ) ⋅   exp ⁡   (  𝜂 ⋅    g t ~  ( a ) )   ∑   a ′   y  ( t )  (   a ′ ) ⋅   exp ⁡   (  𝜂 ⋅    g t ~  (   a ′ ) ) ,   ∀ a


   g   ( t ) ∈    [  0 , 1 ] A  


      max  a ∈ A ⁡  𝔼  [   ∑  t = 1 T   g  ( t ) ( a )   ]   −   𝔼  [   ∑  t = 1 T   g  ( t ) (  a  ( t ) ) ]


  ≤   T 𝜂 | A | 2 +     log ⁡  | A | 𝜂 .


  𝔼


   a  ( t )


  𝜂 =     2   log ⁡   | A |   | A | T


  ≤   2 T  | A |   log ⁡  | A | .


  ≤ Expected regret

