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a Spacecraft around an Asteroid
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I. I NTRODUCTION
Future exploration of asteroids might be conducted with
fleets of small spacecraft as opposed to the current paradigm of
a single monolithic spacecraft. The use of fleets has the potential to dramatically increase the frequency of asteroid visits and
decrease the cost of science. However, if small spacecraft are
to be used, new methodologies for controlling these spacecraft
need to be developed. Manual operation of spacecraft, as is
currently done, will be operationally inefficient when applied
to fleets, and the required communication can be prohibitively
expensive. Therefore, it is desired for these spacecraft to have
autonomous capabilities.
Basic maneuvering around an asteroid (e.g. point-to-point
maneuvering) is one area where autonomous operations could
reduce the reliance of spacecraft on communications with
Earth. As opposed to operators generating and providing a
full trajectory to the spacecraft, points of interest above the
asteroid’s surface could be provided and the spacecraft’s goal
is to travel between the different points. It might even be
possible that the spacecraft itself generates these points during
its exploration around the asteroid. In either case, trajectories
that connect the points of interest need to generated. However,
current optimization-based trajectory design techniques are
beyond the capabilities of current small spacecraft computers.
As such, learning-based methods might be preferred.
This project considers the use of Dyna-style learning and
planning in order to address the problem of maneuvering a
spacecraft around an asteroid in a safe manner. Dyna aims to
merge aspects of model-free and model-based reinforcement
learning techniques and integrates them with one-step planning
methods such that an agent is able to intelligently act in an
environment in order to maximize its return. The resulting
algorithm can dramatically improve learning rates, in terms
of number of episodes, and has the potential to provide an
online algorithm for safe maneuvering of the spacecraft in the
presence of model uncertainties or changes.
II. P ROBLEM S TATEMENT
The environment considered for this project is shown in
Figure 1. A spacecraft with thrusters pointed along the x
and y axes operates in a 2D environment with an asteroid.
The asteroid is assumed to be circular and so small that
the gravitational force on the spacecraft from the asteroid is
negligible. The goal is for the spacecraft to move from its
initial position to the goal region while avoiding collisions
with the asteroid.
Thrusters on small spacecraft are typically cold-gas which
are operated in pulsed modes. The thruster is either fully
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Fig. 1. 2D environment under consideration.

open or fully closed (no thrust) with thrust times on the
order of 100 ms. However, the time between decisions by the
spacecraft might be on the order of one second. In this case,
the acceleration from the propulsion system can assumed to be
impulsive and cause some instantaneous change in the velocity
of the spacecraft, ∆v. This change in velocity can be related
to properties of the propulsion system as well as the spacecraft
through
F tp
(1)
m
where F is the thrust of the thruster when opened, tp is
the thrust pulse time, and m is the mass of the spacecraft.
Assuming that the impact of the propulsion system of the
spacecraft can be condensed to some ∆v, then the change
in spacecraft state between decisions will be
∆v =

∆x = ∆t (vx + ∆vAx )

(2)

∆y = ∆t (vy + ∆vAy )

(3)

∆vx = ∆vAx

(4)

∆vy = ∆vAy

(5)

where ∆t is the time between decisions. Ax and Ay are the
choice of throttle in each axis
Ax/y ∈ {−1, 0, 1}

(6)

which gives the spacecraft has nine possible actions from each
state: three throttle settings along each of the two axes.
Beyond simply moving from the initial position to the goal,
the optimality of the trajectory is determined from a combined
minimum fuel-time cost. As such the rewards are
1) Time cost: -∆t
2) Action cost: -∆v (|Ax | + |Ay |)
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Fig. 2. Different methods for using experience gained from the environment
in order to either learn a model from which planning can be conducted or
directly improve the estimate of the value function [1].

3) Cost of collision: -100
4) Cost of leaving state bounds: -100
The last two rewards, collision and leaving state bounds,
are intended to drive the spacecraft away from unwanted
behavior: colliding with the asteroid or just flying away from
the asteroid. These two rewards dominate any potential time
or action cost. Therefore, any optimal solution should never
receive these rewards and the resulting solutions will be
minimize a combination of fuel and time.
III. P ROPOSED A PPROACH
To solve this problem, Dyna-style learning and planning is
proposed. Dyna combines aspects of model-free, model-based,
and planning methods. Experience from interacting with the
environment goes towards improving an estimate of the stateaction value function, as in model-free methods, as well as
improving a model of the environment, as in model-based
methods. This model is then used in order to plan, between
decisions, to further improve the state-action value function
estimate. In essence, the spacecraft still learns from experience
but then uses what it learned in order to simulate further
interactions with the environment.
Figure 2 shows the different methods for using experience
gained from the environment [1]. Typically, direct reinforcement learning (model-free learning), model learning, and planning are considered independently. However, the similarities
between the different methods are emphasized in [1]. In particular, learning a model from experience is similar to learning
a value function, assuming similar structure between representations of the model and the value function. In addition,
one-step planning, on which algorithms like value iteration
are based, and direct reinforcement learning are essentially
the same. The only difference is that planning uses simulated
experience from a model while direct reinforcement learning
uses actual experience from interactions with the environment.
Given the similarities between the methods, it makes sense
to try and integrate them into one algorithm: Dyna. Dyna for
tabular methods was originally proposed in [2] and extended
for linear function approximations in [3]. An in-depth description of Dyna, as well as associated methods, is described
in [1]. It is worth noting that Dyna is intended for online
implementation where there is a non-negligible time between

decisions. It is during this time in which planning occurs based
on the learned model. In standard implementations of modelfree and model-based learning methods this time would be
wasted since there is no new experience to use. However, if
all learning is done in a simulated environment where the time
between decisions is negligible, then Dyna would not hold
any significant advantage in computation time, if any, over
standard model-free or model-based learning methods.
Given that I do not currently have a small spacecraft
in proximity to an asteroid that I can experiment with, all
experiments for this project will be conducted in simulation.
To account for the time between decisions, all comparisons
between algorithms will be made on a per-episode basis
rather than on computation time. It is assumed that any
extra computation time the Dyna algorithm requires, for the
planning step, is time that would have have existed in standard
implementations and would have been wasted.
IV. A LTERNATIVE A PPROACHES
Many of the alternative approaches consider one of the
components of Dyna individually. Only considering a single
component of Dyna would intuitively result in an algorithm
with worse performance, when computation time is ignored,
unless the other components of Dyna actively degrade performance. However, even methods outside the scope of the Dyna
algorithm are not able to solve this problem at low computational cost such that it would be practical to implement on a
small spacecraft computer.
The main takeaway is that Dyna is not doing anything new
to solve the deficiencies with performing only model-free or
model-based learning. Instead it is combining the two and
using aspects from one in order to solve deficiencies in another.
Many of the issues with model-free and model-based learning
are due to exploration of the environment. Dyna still has to
explore the environment in order to act intelligently the same
way that Q-learning or any model-based learning method does.
However, what Dyna does is remove those exploration steps
from the actual interactions with the environment and attempts
to simulate them.
A. Model-Free Learning
Model-free learning methods cut out the model learning and
planning steps from Figure 2 and only attempt to directly learn
the value function from experience. Algorithms such as Qlearning and SARSA have demonstrated success in simulated
environments or environments where safety is not an issue.
However, the standard implementation of these algorithms
would not be practical where safety is important and the model
is non-stationary.
Since these algorithms do not learn an underlying model, in
order to understand that taking an action in a particular state
might lead to a failure mode, such as crashing into the asteroid,
the agent needs to actually take that action and experience the
failure. This might be okay if the agent is trained in simulation
before being deployed to the actual hardware and the model
in the simulation is representative of the true model. However,
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in cases where this is not true, the agent would have to reexperience different state-action pairs in order to understand
that the previous training model was incorrect.
Dyna does not necessarily address this problem. For instance, in tabular cases, even though the agent learns an underlying model, it will not realize that its model is wrong until it
re-experiences the state-action pair. However, in environments,
such as this one, where the reward and transition functions
have well-defined structure, Dyna with linear function approximation can solve this problem. If the underlying model is
wrong, Dyna can re-learn the model based on it’s next few
experiences with the environment. This model can then be
extrapolated out to states that Dyna has not visited since the
model change and allow the agent to realize that certain stateaction combinations will lead to failure without actually having
to experience them.
B. Model-Based Learning
Model-based learning methods do not attempt to directly
learn the value function from experience and instead opt
to learn a model from which planning can be conducted.
Similar to model-free learning, this approach will work if
the agent learns the model in a simulated environment before
being deployed on hardware and the simulated model is
representative of the true model.
Pure model-based learning methods, that do not attempt
to do immediate planning between experiences, act in order
to explore the environment. The Explicit Explore or Exploit
(E 3 ) algorithm constructs the MDP such that the agent is
driven towards unknown states and actions. Bayes-Adaptive
MDPs balance exploration and exploitation better than E 3
but still explicitly take some actions in order to explore
the environment. This behavior is undesirable if safety is of
concern. In addition, if the model changes then the exploration
process will have to be repeated. This exploration can be
conducted explicitly, as with E 3 , or will have to occur over
an extended period of time as the agent continuous to attempt
to act “optimally” and exploit the environment.
Dyna does not completely remove the problem of having to
explore the environment in order to learn a model. Instead, it
shifts the exploration steps away from the actual interactions
with the environment and attempts to simulate them. In tabular
methods, Dyna still has to revisit state-action pairs in order to
relearn the model which is the exact problem we are trying
to avoid. With linear-function approximation and features that
well represent the underlying model, Dyna can extrapolate a
new model to state-action pairs that it has not yet revisited and
simulate the effect of the new model. In this way it can explore
for free. This is a behavior that is achievable with modelbased methods with linear function approximation. However,
what Dyna does is integrate this behavior into an algorithm
that is also simultaneously exploiting the environment while
performing model learning and planning through simulation
in the background.
C. Planning
Planning can be conducted in one of two ways: generating
a policy with algorithms like value iteration or generating a

single trajectory from the initial state to the goal. In both
cases, planning requires a model of the environment and can
be computationally expensive, at least more expensive than the
few one-step planning steps in Dyna. In addition, if the model
ends up being incorrect, then planning will have to be redone.
Some planning methods, such as risk-aware and robust
planing methods, can account for uncertainties in the underlying model. However, these methods often rely on sum-ofsquares or moment-based techniques which may be beyond
the capabilities of small spacecraft computers. In addition,
any risk or robustness guarantees that are generated by these
algorithms rely on knowledge of the underlying distribution
of the uncertainties. These distributions may be completely
unknown - determining the probability that a thruster might
fail to a particular level of degradation is a difficult problem.
Robust techniques only need to know the range of each of
the uncertainties which may be a more tractable problem.
However, the resulting trajectory will be overly conservative
as it would have to be able to account for low-probability but
high-effect scenarios such as the thrusters only being able to
produce 25% of their thrust.
Dyna solves both of these problems. Assuming some initial
value function or policy estimate, if the model changes Dyna
does not simply throw away the previous estimate. Instead,
it re-learns the model and then is able to correct the value
function over time. These corrections can be focused on areas
where the value function would change significantly, with
prioritized sweeping, or on the upcoming trajectory that the
agent is about to follow, with trajectory sampling [1]. In
addition, Dyna acts based on the currently known model and
allows it to be optimal given the current model but if the
model changes it can change its behavior accordingly. This
avoids the overly conservative behavior of robust optimization
techniques that need to take into account all possible scenarios
even if those scenarios may not actually manifest themselves.
This property of Dyna suggests an architecture to be used
for safe reinforcement learning. An initial value function and
policy can be generated under an assumed model with value
iteration or reinforcement learning. During implementation, if
the original model was wrong then Dyna can correct it but still
act somewhat intelligently before the model is fully corrected.
This scenario will be explored in Section VI-C.
V. A LGORITHM
The general Dyna algorithm, for either tabular or function
approximation representations, is shown in Algorithm 1. Like
model-free learning methods a state-action value function,
Q(s, a), is maintained. In addition, a model of the reward
and transition functions, M odel(s, a), is also maintained like
in model-based learning methods. For tabular representations,
Q(s, a) is a dictionary that stores a value for each discrete
state and action. M odel(s, a) is also a table that stores the
reward and new state that results from taking action a in state
s assuming deterministic reward and transition functions. The
update M odel(S, A) then takes the form
M odel(S, A) ← R, S 0

(7)
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where R is the observed reward and S 0 is the observed new
state from interacting with the environment.
Algorithm 1: General Dyna algorithm
Initialize Q(s, a) and M odel(s, a)
while not done do
S ← current state of the agent
A ← π(S, Q)
Observe reward, R, and new state, S 0
Update Q(S, A)
Update M odel(S, A)
for n planning steps do
S ← randomly sampled state
A ← randomly sampled action
R, S 0 ← M odel(S, A)
Update Q(S, A)
end
end

Fig. 3. Environment used during analysis.

In the case of a continuous state-space, linear function
approximation is used. The state-action value function is then
Q(S, A) = θT φQ (S, A)

(8)

where θ is the vector of weights and φQ is the feature vector
for the value function approximation. The reward function is
represented similarly
R(S, A) = bT φR (A, S 0 )

(9)

where b is the vector of weights and φR is the feature vector
for the reward approximation which notably depends on the
new state, S 0 , rather than the old state, S, of the agent. The
transition function is
T (S, A) = F φT (S, A)

(10)

where F in this case is a matrix of weights and φT is the
feature vector for the transition approximation. In this project,
the transition function differs from the typical definition of the
transition function and is defined to return the change in state
values rather than the new state
T (S, A) ≈ ∆S

(11)

which allows the new state of the agent to be approximated
through
S 0 ≈ S + T (S, A)

(12)

The primary, while, loop of the Dyna algorithm is repeated
throughout an episode. An episode is considered “done” when
the spacecraft reaches the goal region, collides with the
asteroid, or leaves the state bounds. The initial portion of the
loop is similar to typical model-free methods. The current state
of the agent is observed and an action is selected according
to a policy π(S, Q) which depends on the current state and
the current estimation of the state-action value function. The
agent takes the resulting action and observes an immediate
reward and new state from the environment. Next, the agent

updates its estimate of the state-action value function which,
for tabular Q-learning, is
h
i
Q(S, A) += α R + γ max Q(S 0 , a) − Q(S, A)
(13)
a

In the case of linear function approximation the weights are
updated with stochastic gradient descent
h
i
∆θ += α R + γ max θT φQ (S, a) − θT φQ (S, A) φQ (S, A)
a

(14)
The remainder of the algorithm differs from model-free
learning and is the key behind Dyna methods. First, the model
is updated according to Equation 7 for tabular methods, or with
stochastic gradient descent for linear function approximation


b += α R − bT φR (A, S 0 ) φR (A, S 0 )
(15)
F += α [S 0 − S − F φT (S, A)] φTT (S, A)

(16)

Second, a finite number of planning steps are taken. A state
is randomly selected from the known domain and an action
randomly selected from the possible actions. The reward and
state transition are then simulated according to the estimated
model and the results of the simulation used to further update
the estimate of the state-action value function.
VI. A NALYSIS
Analysis was conducted for an environment with a 1 meter
radius asteroid in order to limit the problem size and reduce
learning time. The goal region was set to be two asteroid radii
away from the origin along the positive x-axis with a 0.25 m
buffer along each axis and the position limits along both axes
were set to be three asteroid radii. For velocity, the spacecraft
was assumed to have reached the goal if it was within the
position limits of the goal region and had a velocity magnitude
of less than 0.25 m/s in each axis. The velocity state limits
were set to be three asteroid radii per second which is higher
than any reasonable velocity the spacecraft would travel at
along a feasible path to the goal. The environment is shown
in Figure 3.
Initial states for each episode were determined by randomly
sampling the position space of the environment and setting the
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initial velocity to zero. Unless specified, an -greedy policy
was used with  = 0.1 in order to ensure non-zero probability
of selecting each state-action pair. During the planning steps
the state was randomly sampled from visited states, in the
case of tabular methods, or from the known state domain,
for continuous state spaces. For all analyses, future rewards
were non-discounted, γ = 1.0, and a constant learning rate of
α = 0.1 was used.
For continuous state-spaces, coarse tiling features [4] were
used to represent the state-action value function. More structured representations were tested, but did not out-perform
coarse tiling. Since course tiling is used, the update function
for the state-action value estimate weights is modified to be
h
∆θ += α/ntilings R + γ max θT φQ (S, a)
a
i
T
−θ φQ (S, A) φQ (S, A)
(17)
where ntilings is the total number of active tilings. The reward
and transition features have known structured representations
based on the problem. The reward features are known to be


1
 |Ax | + |Ay | 


0
0 
(18)
φR (A, S ) = 
 1in goal (S 0) 
 1collision (S ) 
1state limits (S 0 )
which gives a constant term for the time cost, a term proportional to the throttle magnitude for the action cost, and
then three indicator functions to indicate if the new state of
the agent has reached the goal, collided with the asteroid,
or reached the state limits. This structure assumes that the
spacecraft has access to a map of the asteroid such that it can
determine if S 0 is in collision. The state transition features are
 
vx
 vy 

φT (S, A) = 
(19)
Ax 
Ay
which is simply that the change in state only depends on the
current spacecraft velocity and the applied throttle.
A. Improved Learning
To demonstrate the use of Dyna to improve the learning
process, experiments were conducted where the agent has
no initial state-action value function and no knowledge of
the model. Instead, for discrete action spaces the state-action
value function was initialized to zero as each state was visited
and the model started empty. For continuous state spaces
all weights for each of the linear function approximations
were initialized to zero. The performance of the agents was
periodically tested with a test scenario where the spacecraft
starts on the opposite side of the asteroid from the goal region.
During test scenarios, the exploration factor, , was set to zero.
Initial experiments were conducted on a discrete statespace. The state-space can be discretized by setting ∆t = 1
s and ∆v = 1 m/s. By restricting the initial position for
each episode to be integers, the velocity and position of
the spacecraft will be integers throughout the entire episode.

Fig. 4. Average episode reward (top) and test scenario reward (bottom)
comparison between standard Q-Learning and DynaQ(10) in a discrete world.

Figure 4 shows the average episode reward and test scenario
reward comparison between standard Q-learning and Dyna
with Q-learning updates and 10 planning steps per action
(DynaQ(10)). The episode rewards are averaged with a moving
average filter with a window size of 500 episodes. The test
scenario rewards are un-filtered in order to show when the
spacecraft failed to reach the goal (reward ≤ 100) or reached
the goal (reward > 100).
Qualitatively, it is clear that DynaQ(10) learns faster than
standard Q-learning. Quantitatively, convergence can be defined as the earliest episode after which the test reward does
not drop below its optimal value, 12 in this case. For standard
Q-learning this occurs at episode 17,600 (tests were conducted
every 100 episodes) while for DynaQ(10) this occurs at
episode 6,200, 35% of the number of episodes. Even though
the DynaQ(10) algorithm has an order of magnitude more Q
value updates than the standard Q-learning algorithm, there
is not a corresponding order of magnitude decrease in the
learning time. This is in part due to model in DynaQ(10) being
initialized to empty and in part to the discrete state space where
the model is a table for each state-action pair. Therefore, during the early episodes, even though the DynaQ(10) algorithm
performs planning steps it is unable to perform those steps over
the entire state-space and is restricted to state-action pairs that
it has already tried.
Figure 5 shows the average episode reward and test sce-
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in which either algorithm failed to reach the goal state (test
scenario reward of less than 100). In this case, Q-learning
converged in 57,500 episodes and DynaQ(10) in 1,200, almost
a two-order-of-magnitude decrease. Although this is not a fair
metric in terms of finding an optimal solution, it does show
that DynaQ(10) quickly learns to avoid failure states. Given
that in a real scenario far more concern would be given to
avoiding failure states than finding the true optimal solution,
this might be the preferred metric.
Figure 5 also shows a another advantage of the Dyna
algorithm. In the average episode rewards, DynaQ(10) appears
to converge to a higher rewards than Q-learning. In actuality
Q-learning is very slowly converging to that same value. This
difference is caused by the constant exploration factor in the greedy policies. Q-learning converges to a sub-optimal reward
due to not being fully exploratory. The initial learning will
be biased towards any perceived “good” actions the agent
sees early on and only can be corrected over time whenever
the agent decides to take an exploratory move. On the other
hand, the DynaQ(10) agent randomly selects an action during
its planning phase despite being -greedy during interactions
with the environment. This means that DynaQ(10) does not
get stuck in the same trap as the Q-learning agent. In essence,
since the DynaQ(10) algorithm includes a fully exploratory
planning phase, it gets to explore for free since any simulated
failures do not impact the reward gained from experience.
B. Incorrect Model
Fig. 5. Average episode reward (top) and test scenario reward (bottom)
comparison between standard Q-Learning and DynaQ(10) in a continuous
world.

nario reward comparison between standard Q-learning and
DynaQ(10) on a continuous state-space. Again, it is clear that
the Dyna algorithm outperforms standard Q-learning. Using
the metric of defining convergence as the earliest episode after
which the test reward does not drop below its optimal value,
standard Q-learning converged in 173,100 episodes and DynaQ(10) in 38,100 episodes (22% of the episodes required for
Q-learning). Again, this is not an order of magnitude decrease
in convergence time despite the order of magnitude increase
in planning steps, which may be due to the initialization of
the model weights to zero. This may also be due to the state
aggregation in coarse tiling. If only a certain portion of the
aggregate area is polled during experience and simulations,
then the weighting on the tilings might be biased and shift
the Q-value estimate away from the optimal. Evidence of this
might be the “blipping” in the test scenario rewards where it
seems like the rewards have converged to the optimal value
but then drop away from the optimal value for a few trials.
This blipping is clearly seen in the test scenario rewards for
Q-learning at the 110,000 and 173,000 episode marks.
An alternative metric might be to define convergence in the
same manner as before but ignore “blipping.” This is a more
subjective metric, but under this metric Q-learning converged
in approximately 71,300 episodes and DynaQ(10) in 9,700
episodes, far closer to the order of magnitude decrease that
might be expected. Another metric could be the last episode

The previous analysis gave the results that were expected.
Dyna outperformed standard Q-learning due to the fact that
Dyna contains Q-learning as one of its components and
performs planning, based on a learned model, in addition to the
learning from experience. However, this is only possible if the
structure of the model, its features, is actually representative
of the true model of the environment. To demonstrate this
consider a modified feature vector for the transition function
 2
vx

vy2 

(20)
φ0T (S, A) = 
Ax 
Ay
where the velocity features are now quadratic in the velocity
rather than linear. These features are clearly not representative
of the dynamics of the system. Most notably, any negative
velocity now seems to move the position in the positive
direction. Figure 6 shows the average episode reward and test
scenario reward comparison between standard Q-learning and
DynaQ(10) where the DynaQ(10) has this incorrect feature
vector for the transition function. DynaQ(10) is unable to
properly learn and never is able to consistently reach the goal
region. Even though DynaQ(10) contains the Q-learning steps
within it, which do correctly update the value function based
on experience, the poor structure of the transition model means
that the planning steps overwrite the value function updates
from actual experience with incorrect simulated experience.
The performance of Dyna, as with standard model-based
learning methods, relies heavily on the ability to correctly
determine the underlying features of the model. Luckily, for
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learning and one-step planning in the learning algorithm.
To further improve the Dyna architectures applicability to
safe maneuvering, the general Dyna algorithm is modified to
include trajectory sampling as shown in Algorithm 2. The only
modification from Algorithm 1 is that during the planning
phase, instead of selecting a random state from the known
domain and a random action, the agent repeatedly plans along
its expected future trajectory. Assuming that the spacecraft’s
estimate of the model has been re-learned, the trajectory
sampling allows the spacecraft to correct its current estimate
of the state-action value based on the new model and ideally
avoid failure states.

Fig. 6. Average episode reward (top) and test scenario reward (bottom)
comparison between standard Q-Learning and DynaQ(10) where DynaQ(10)
has an incorrect feature vector for the transition function.

many dynamical systems of interest, the structure of the
underlying dynamics is known. Even for systems that do
have uncertainty in the underlying structure, such as solar
radiation pressure or gravity gradient torques, the structure
of the dominant dynamics, gravitational acceleration and the
effect of the propulsion system, is known. In these cases, if
the features are only representative of the dominant dynamics,
we expect Dyna to still perform decently. If the effect of
the unknown dynamics does become important, alternative
representations such as a neural network could be used.
Combined representations might also be possible where the
known dynamics are expressed with their known structure and
the unknown dynamics are expressed with a neural network.
C. Safe Maneuvering
In actual implementations, it is unlikely that the agent will
have zero prior knowledge of the state-action value function or
the reward and transition functions. However, it is likely that
its underlying model of the transition function might be wrong
or might change during execution. The Dyna architecture
could be used to safely maneuver the spacecraft, by updating
the value function during simulation, such that the spacecraft
is able to complete the mission, reach the goal region, without
failure, colliding with the asteroid or leaving the state limits.
This behavior is only possible due to the inclusion of model

Algorithm 2: Dyna with trajectory sampling
Initialize Q(s, a) and M odel(s, a)
while not done do
S ← current state of the agent
A ← π(S, Q)
Observe reward, R, and new state, S 0
Update Q(S, A)
Update M odel(S, A)
S 00 ← S 0
for n planning steps do
if S 00 is terminal then
S ← S0
else
S ← S 00
end
A ← π 0 (S, Q)
R, S 00 ← M odel(S, A)
Update Q(S, A)
end
end
Trajectory sampling, as defined in [1], uses the same policy
for interactions with the environment and for the simulations,
π = π 0 . For safe maneuvering, this might not be the ideal
choice. For interactions with the environment when using Qlearning, π should be a purely greedy policy so as to avoid
potential collisions with the asteroid due to exploratory moves.
During simulation, π 0 should be an -greedy policy so as to
ensure non-zero probability of trying each state-action pair. If
SARSA updates were used to update the Q estimate, then it
would be safe to set both π and π 0 to -greedy polices since
the Q estimate would reflect the stochastic nature of the policy.
However, in space-based implementations it would be desired
for the agent to select actions deterministically. Therefore, Qlearning is used with π set to a greedy policy with respect to
the current Q estimate and π 0 set to an -greedy policy.
Figure 7 demonstrates the ability for Dyna to recover from
model inaccuracies and still reach the goal region where standard Q-learning collides with the asteroid. A value function
and model is learned under the assumption of ∆v = 0.5 m/s.
The dash-dot line in the figure shows the optimal trajectory
under this model. In actuality, ∆v = 0.125, 25% of the ∆v that
the spacecraft was trained on. The task is for the spacecraft
to still reach the goal region on its very first attempt with
no training episodes. We can see that standard Q-learning
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have the planning steps run on a separate thread where the
number of planning steps is no longer defined by a specific
number but rather whatever computation is available during
the time between decisions.
VII. C ONCLUSION

Fig. 7. Demonstration of Dyna’s ability to correct for model inaccuracies and
avoid failure states when using 250 (top) or 500 (bottom) trajectory sampling
planning steps per action.

still acts as if the model ∆v was correct and as a result it
collides with the asteroid. On the other hand, DynaQ(250),
with 250 trajectory sampling planning steps, is able to avoid
the collision and reach the goal region.
Initially, DynaQ(250) follows the same trajectory as standard Q-learning. This is due to its inaccurate model which
means that any planning steps taken are not able to correct for
the model change. However, as it takes its first few actions, the
spacecraft partially re-learns the model and is able to realize,
through the planning steps, that its current trajectory will result
in a collision. As such, it diverts away from the asteroid. As the
spacecraft continuous to maneuver, its model improves until
at the very end of the trajectory it is able to move directly to
the goal region.
Figure 7 also shows a similar scenario except with DynaQ(500), 500 planning steps per action. Initially this increase
in planning steps has no effect due to the incorrect model.
However, once the model is re-learned we can see that
DynaQ(500) is able to more smoothly correct its trajectory as it
approaches the goal region. This shows that the extra planning
steps do have a positive effect, but their effect relies on being
able to correct the model inaccuracies which in turn relies on a
correct representation of the underlying model. In addition, it
is assumed that the spacecraft is able to perform 500 planning
steps between each decision. Actual implementations may

Dyna-style learning and planning integrates properties of
model-free learning, model-based learning, and planning into
a single algorithm. The core components of Dyna are still
the standard learning algorithms (such as Q-learning), but
their combination produces an algorithm that can dramatically
improve online performance. Much of the advantage of Dyna
occurs with linear function approximation for reward and
transition functions where model learning in one part of the
domain can be extrapolated out to other parts of the domain.
Dyna is shown to provide substantial improvements in
learning time, particularly in continuous state spaces. One
unexpected advantage of Dyna is its free exploration during
its simulated interactions with the environment. Since these
simulated interactions do not effect the actual rewards during
an episode, the agent can be fully exploratory,  = 1, and
prevent itself from getting trapped into policies that seem good
during the initial learning but are actually suboptimal.
Much of the advantage of Dyna depends on the structure
of the representation of the reward and transition functions,
the model. In many dynamical systems, the structure of the
dominant dynamics is known and can be included in the
model. However, if the model structure is incorrect, then
Dyna will perform worse than standard model-free learning
even though Dyna performs model-free learning as one of its
steps. Successful implementations of Dyna will rely on good
underlying knowledge of the structure of the model or more
flexible representations such as neural networks.
Dyna has the potential to allow for integration of reinforcement learning concepts into online interactions with
an environment where safety is of concern. A promising
architecture is to perform planning, such as value iteration,
on an assumed model of the environment and allow the Dyna
agent to correct both the model and value function/policy
online. Even in situations with substantial model changes, such
as a factor of four decrease in expected propulsion system
performance, the Dyna agent is shown to be able to recover
and still successfully perform its mission.
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