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® Church: Mansinghka, Roy,
Bonawitz, Tenenbaum.

® MIT-Church: Roy, Wingate, Stuhlmuller, ..

e Other projects in this talk: Piantadosi,
Tenenbaum, Griffiths, Feldman, Baker.



Motivation

®* We want a formalism for knowledge
representation that:

® Permits model abstraction and composition.

® Supports flexible reasoning under uncertainty.

e A probabillistic language of thought



Probabilistic generative models
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® Probabilistic: degrees of
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(Bayesian) conditioning.
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® Generative: knowledge
describes causal process
leading to observations.
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Generative models

® Declarative knowledge, expressed as a process
(sequence of choices)...

® Lisptrambtrequire (McCarthy, 1961)?

(let ((f£lu (amb true
(TB (amb true
(cough (or flu

(require (and cough
flu)

false))
false))
TB)))
TB) )

“Explaining away’’:

P (f

P (i

U

u

cough) = 0.66
cough, TB) = 0.2

® No preference among non-failing computations.

® No additivity over computations.

e Difficult to support continuous choices....
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® The Church language
® [mplementation highlights

® Applications
® | earning programs

® Reasoning about other agents



The Church language

® Start with pure subset of Scheme
(call-by-value lambda calculus).

® expression ::=
constant | variable |
(el e2 ...) | (lambda (x...) e) |
(if el e2 e3) | (quote e)

® Standard primitive constants and functions
including numbers, list constructors, ...

® Add random primitives, memoization,
and query (inference) operators.

Goodman, Mansinghka, Roy, Bonawitz, Tenenbaum (2008)



ERPs

® Introduce randomness with ERPs:
random operators that can sample,
score, and un-sample. (Generalizes amb.)

® Primitive ERPs are provided (both discrete and
continuous). For example, (flip w) isa
bernoulli with weight w:

(define a (flip 0.3))
(define b (flip 0.3))
(define ¢ (flip 0.3))
(+ a b ¢)

® ERPs defined natively or via FFl.
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ERPs

® Introduce randomness with ERPs:
random operators that can sample,
score, and un-sample. (Generalizes amb.)

® Primitive ERPs are provided (both discrete and
continuous). For example, (flip w) isa

bernoulli with weight w:

(define a (flip 0.3))=> 100
(define b (flip 0.3))=> 000
(define ¢ (flip 0.3)) |=> 101
(t a b c) => 201..

probability / frequency

® ERPs defined natively or via FFl.

0 I 2 3



Conditioning

® eval runs the process a program
describes; this induces a distribution.

® query conditions this distribution,

returning a sample from the conditional.
(Thus, query generalizes eval.)

(query
(define a (flip 0.3))

(define b (flip 0.3))
(define ¢ (flip 0.3))
(+ a b ¢)

(= (+ a b) 1))
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Conditioning

® eval runs the process a program
describes; this induces a distribution.

® query conditions this distribution,

returning a sample from the conditional.
(Thus, query generalizes eval.)

(query
(define a (flip 0.3))

(define b (flip 0.3))

probability / frequency

(define ¢ (flip 0.3)) =>
(+ a b c) Query )
= (+ab) 1)) Condition, o 1 2

Mmust return true

. J




Defining query

® Directly as a conditional probability
distribution (see Goodman, et al, 2008).

® As the distribution induced by a
definitional implementation:

(define (query defines g-expr c-expr env)
(eval defines env)
(Lf (eval c-expr env)
(eval g-expr env)
(query defines g-expr c-expr env)))

® Note that query is lexically scoped: all
choices outside the query block are fixed.




Example: explaining away

@




Example: explaining away

@

(define flu (£flip 0.2))
(define TB (flip 0.01))
(define cough
(Lf (or flu TB)

(flip 0.8) (flip 0.1)))




Example: explaining away

@

(define flu (flip 0.2))
(define TB (flip 0.01))
(define cough
(Lf (or flu TB)

(flip 0.8) (flip 0.1)))

flu




Example: explaining away

“Infer the chance of flu,
given observed cough.”

@

(define flu (flip 0.2))
(define TB (flip 0.01))
(define cough
(Lf (or flu TB)
(flip 0.8) (flip 0.1)))
flu




Example: explaining away

“Infer the chance of flu, @

given observed cough.”

(query
(define flu (flip 0.2))

(define TB (flip 0.01))
(define cough
(Lf (or flu TB)
(flip 0.8) (flip 0.1)))
flu
cough)




Example: explaining away

“Infer the chance of flu, @

given observed cough.”

(query
(define flu (flip 0.2))

(define TB (flip 0.01))
(define cough
(Lf (or flu TB)

(flip 0.8) (flip 0.1)))

=> true on
66% of
evals

flu
cough)




Example: explaining away

“Infer the chance of flu, @

given observed cough.”

(query
(define flu (flip 0.2))

(define TB (flip 0.01))
(define cough
(Lf (or flu TB)
(flip 0.8) (flip 0.1)))
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Example: explaining away

“Infer the chance of flu, @

given observed cough.”

(query
(define flu (flip 0.2))

(define TB (flip 0.01))
(define cough
(Lf (or flu TB)

(flip 0.8) (flip 0.1)))

=> true on
20% of
evals

flu
(and cough TB))
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Aside: stochastic purity

® Pure deterministic thunks always return the
same value.What is the stochastic version of
purity?

® Independence of repeated evals!?

(define coin (A () (flip)))
(repeat 10 coin) =>1011010..

® Not closed under lambda (closures):

(define my-coin

(let ((weight (uniform)))
(A () (flip weight)))) =>1111011..

(repeat 10 my-coin) => 010000 1..

® Exchangeability is closed under lambda.
(Related to concurrency: stateful, but order doesn’t matter.)



Memoization

(= (flip) (flip)) > True with probability 0.5

(define mem-flip ( flip))
(= (mem-flip) (mem-flip))

> True with probability 1.0

® The mem primitive memoizes a procedure.

® This changes the semantics (unlike in deterministic
pure Lisp).

® Preserves exchangeability.
® Permits (lazy) infinite models:

(define lazy-flips (mem (lambda (x) (flip))))
(+ (lazy-flips 1) (lazy-flips 2) (lazy-flips 2))

The values for (1azy-flips 3), etc, need never be created.
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Implementing query

® Rejection sampler:

(define (query defines g-expr c-expr env)
(eval defines env)
(Lf (eval c-expr env)
(eval g-expr env)
(query defines g-expr c-expr env)))

® Simple, but very inefficient.

® Many probabilistic inference algorithms
could provide other implementations.

® Backtracking enumeration (Eg. Radul, et al).

® Variable elimination (Eg. Pfeffer).




Metropolis-Hastings

® To sample from P(z), repeatedly:

® propose z’'from Q(z! z'),

P(X)Q(Xx — x’)

® accept with probability: min 1, P(x)Q(x" — x)

® This converges in distribution to P(x)
(even if P(z)isn’t normalized).



MH intuition

® Guided hallucination: Imagine a ‘world’,
imagine a small change to that world,
accept the new world or revert. Repeat.

® MH acceptance policy results in samples
from true distribution over worlds.

® Probability distributions remain implicit.

® [n Church a‘world’ is a computation
trace from evaluating an expression....



MH on computation traces

((lambda (x y) (and x y)) (Bip) (Bip))
value: #f
value: #f (lambda (.x y) (and x y)) (Bip). (Bip)_
L _ value: procedure value: #f value: #t
bindings:(X y)

(and x y) Bip
value: #f value: #f value: erp value: #t

and
value: #f value: primitive

® Choose an ERP, propose a new value.
(ERPs can have proposers, by default sample from prior.)

e Update the trace “conservatively”.
® Accept new trace according to MH rule.
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MH on computation traces

This is the trace of eval on:
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mh-query

® This implementation of query works for
any Church program.

o Complexity depends on complexity of
program (both model and query/evidence).

® |nitialized by constraint propagation.

® Large speed gains by exploiting lexical scoping
(use static information to dynamically recognize
parts of the trace that needn’t be updated.)

® MIT-Church implementation, in R6RS Scheme.



Aside: relaxing & tempering

(query
(define a (flip))

(
define b (flip))

define ¢ (flip))

list a b ¢)
and (and a b)

IR, R, SR, =y,

(and b c¢)))

11 OIl 110 101 OOl OI0 100 000
abc

® Relaxing a probabilistic program smoothes search.

® MIT-Church allows parallel tempered MCMC for any
free variable(s) -- e.g. temper on a relaxation param.
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Aside: relaxing & tempering

(define (noisy-and a b n)

(flip (1f (and a b) 1 n)))

(define noise 0.2)
(query
(define a (flip))
(define b (flip))
(define ¢ (flip))
(list a b c¢)

(and (noisy-and a b noise)

(noisy-and b ¢ noise

)

) )

11 OIl 110 101 0Ol OIO 100 00O

® Relaxing a probabilistic program smoothes search.

® MIT-Church allows parallel tempered MCMC for any
free variable(s) -- e.g. temper on a relaxation param.
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(define (noisy-and a b n)

(flip (1f (and a b) 1 n)))

(tempered-query

‘(noise) ‘((0.0 0.2))
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(define b (flip))
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® Relaxing a probabilistic program smoothes search.

® MIT-Church allows parallel tempered MCMC for any
free variable(s) -- e.g. temper on a relaxation param.



Aside: relaxing & tempering

(define (noisy-and a b n)
(flip (1f (and a b) 1 n))
(tempered-query

‘(noise) ‘((0.0 0.2))
(define a (flip))

(define b (flip))
(define ¢ (flip))
(list a b c¢)
(

)

and (noisy-and a b noise)

(noisy-and b ¢ noise

)

) )

—
i

11 OIl 110 101 0Ol OIO 100 00O

® Relaxing a probabilistic program smoothes search.

® MIT-Church allows parallel tempered MCMC for any
free variable(s) -- e.g. temper on a relaxation param.
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® The Church language
® [mplementation highlights

® Applications
® | earning programs

® Reasoning about other agents
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Categorization

Medin & Schaffer, 1978 (data from Nosofsky, et al.,1994):
1.0

% Fep
o
on

“These are Feps “These are not Feps

“Is th|s a Fep?”

® Typicality
® Graded judgements
® Prototype enhancement



Generating rules |

“It’s a Fep if it has flat

head and round wings”

------------------------------------------------------------------------------------

*e o
-----------------------------------------------------------------------------------



Generating rules |

(define fep? Feps: % S\ & .&‘ .3.
(A (x)

------------------------------------------------------------------------------------

(and (flat-head x)
(round-wings x)))) Non- FePS -\- .\- .%- .\'

*e o
-----------------------------------------------------------------------------------




Generating rules |

(define fep? Feps: %

------------------------------------------------------------------------------------

(and (flat-head x) { & & i & :
(round-wings x)))) non'FeP53§ N CEL N

* *
-----------------------------------------------------------------------------------

(define rule-generator
(N ()
(1f (flip 0.3)
(sample-feature)
(combine-rules (sample-feature)
(rule-generator)))

(define combine-rules
(N (rl r2)
(N (x) (and (rl x) (r2 x)))




Generating rules |

(define fep? Feps: %

------------------------------------------------------------------------------------

(and (flat-head x) { & & i & :
(round-wings x)))) non'FeP53§ N CEL N

* *
-----------------------------------------------------------------------------------

(define rule-generator
(N ()
(1f @flip O.3D
(sample-feature)
(combine-rules (sample-feature)
(rule-generator)))

(define combine-rules
(N (rl r2)
(N (x) (and (rl x) (r2 x)))




Generating rules |

(define fep? Feps: %

------------------------------------------------------------------------------------

(and (flat-head x) { & & i & :
(round-wings x)))) non'FeP53§ N CEL N

* *
-----------------------------------------------------------------------------------

(define rule-generator «
(N ()

(1f @flip O.3D
(sample-feature)
(combine-rules (sample-feature)

(rule-generator))))

(define combine-rules
(N (rl r2)
(N (x) (and (rl x) (r2 x)))




Generating rules |

(define fep?
(A (%)
(and (flat-head x)

oo 3 K

------------------------------------------------------------------------------------

N < & ¥,
- HG® X Sl
(round-wings x)))) MO FePS-;

* *
-----------------------------------------------------------------------------------

(define rule-generator
(A ()
(if (flip 0.3))

(sample-feature)

(define fep?
(rule-generator))

%
. (fep? O )
(combine-rules (sample-feature)

(rule-generator))))

(define combine-rules
(N (rl r2)
(N (x) (and (rl x)

=> true

(r2 x)))




Generating rules |

(define fep? Feps: %

------------------------------------------------------------------------------------

(and (flat-head x) & & i &
(round-wings x)))) non'FeP53§ N CEL N

* *
-----------------------------------------------------------------------------------

(define rule-generator «
(A ()
(if (flip 0.3))
(sample-feature)

%
. (fep? O )
(combine-rules (sample-feature)

(rule-generator))))

(define fep?
(rule-generator))

=> true

(define combine-rules
(N (rl r2)
(N (x) (and (rl x) (r2 x)))

® Longer rules have lower probability (Occam’s razor).



Generating rules |l

® Can also write PCFG for rule
expressions directly (code-as-data):

(define

(define
(define

(define
(define

(define

(rule-generator ) (eval (list 'lambda

disj-prob (beta 1 1))

(Dis])

(Lf (flip disj-prob)
(list 'or (Disj) (Conj))
(Conj)))

conj-prob (beta 1 1))

(Conj)

(Feat)

(Lf (flip conj-prob)
(list 'and (Conj) (Feat))
(Feat)))

(list (sample-feature-name)

X))

(%)

(Disj))))




Inducing rules

Generating data:
[Hypotheses}

(define rule (rule-generator)) l

(rule )
‘ { Data }




Inducing rules

Inference:

(query [Hypotheses}
(deflne rule (rule-generator)) l
(rule
(and (= (rule '%‘ ) true) { Data }

(= (rule ) false)
ced)) |




Inducing rules

Inference:
(query [Hypotheses}

(define rule (noisify (rule-generator)) l

(rule ) u
) true) { Data }

(and (= (rule

(= (rule é%@ ) false)
.)) ‘

Observation noise:

(define noisify
(AN (rule b)
(AN (obj) (if (flip b) (rule obj) (not (rule obj))))))
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£ 04 = ® Many other data
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02 sets.

B transfer
0.2 0.4 0.6 . Goodman, et al.

Rule-induction model (2007, 2008a, 2008b)



Complexity shift

® With more exposure to
training examples
subjects shift from
simple to complex

categorization patterns.
(Medin, et al.,1982)

® Tradeoff between
observation noise and
simplicity bias (Occam’s
razor).
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Complexity shift

® With more exposure to
training examples
subjects shift from
simple to complex

categorization patterns.
(Medin, et al.,1982)

o Ty.dingle feature / decision boundary:

-— . W’ 1 1

b . _|(define fep?
observatio (N (x) (flat-head x)))

simplicity bias (Occam’s  Multiple feature / decision boundary:

razor). (define fep?
(A (x) (or (and (flat-head x)
(round-wings X))
(and (round-head x)
(square-wings Xx))))




Complexity shift

Model inferences:

® With more exposure to
training examples
subjects shift from
simple to complex

categorization patterns.
(Medin, et al.,1982)
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Learning number

How many
duckies?

Can you give me
two duckies!?

See, e.g. Spelke 2003;Wynn 1990, 1992
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Learning number

Number
Age Level How many
knowledge .
3 y duckies?
© w.or <24m No-knower
meanings
“one” 24-30m One-knower

¢¢

one’“two” 30-39m  Two-knower

Can you give me
two duckies!?

See, e.g. Spelke 2003;Wynn 1990, 1992



Learning number

Number
Age Level How many
knowledge .
3 y duckies?
© w.or <24m No-knower
meanings
“one” 24-30m One-knower

¢¢

one’“two” 30-39m  Two-knower

Can you give me
two duckies!?

’»

“one’-"three”’ 39-42m Three-knower

See, e.g. Spelke 2003;Wynn 1990, 1992



Learning number

Number
Age Level
knowledge
No w.ord <24m No-knower
meanings
“one” 24-30m  One-knower

¢¢

one”,“two”  30-39m

Two-knower

“one’-three’” 39-42m

Three-knower

All number

>4)m
words

CP-knower

See, e.g. Spelke 2003;Wynn 1990, 1992

How many
duckies?

Can you give me
two duckies!?



Learning number

® How can number concepts be learned!?
(Cf. Rips, et al, 2008, and responses.)

® In a way that doesn’t presuppose integers!
® Explaining the abrupt CP-transition?

® What is the role of language?



Learning number

® Generate a lexicon: word to meaning
mapping, where each meaning is a predicate on

sets of objects.

® | exicons expressed in (limited) lambda
calculus with primitives:

* empty?:is this set of objects empty?
* dec:remove an object from this set.

* prev:previous word in the count-list (a
content-free order on the count words).

® (next, and, or,...).
Piantadosi, Goodman, Tenenbaum (in prep.)



Learning number

A two-knower lexicon:

(define lexicon
(N (word)
(case word
(“one” (A (set)
(empty? (dec set))))
(“two” (N (set)
(empty?
(dec (dec set)))))
(else null))




Learning number

A two-knower lexicon:

(define lexicon

(N (word)
(case word “remove
(“one” (A (set)  anobject”

(empty? (dec)set))))
(“two” (N (set)
(empty?
(dec (dec set)))))
(else null))




Learning number

A CP-knower lexicon:

(define lexicon
(N (word)
(N (set)
(Lf (= word “one”)
(empty? (dec set))
((lexicon (prev word))
(dec set))))




Learning number

A CP-knower lexicon:

(define lexicon
(A (word)
(N (set)
(1f (= word “one”)
(empty? (dec set))
((lexicon ( word) )

(dec set)))) Pprevious word
in count-list”




Learning number

A CP-knower lexicon:

(define lexicon
(A (word)
(N (set)
(Lf (= word “one”)
(empty? (dec set))
((lexicon ( word) )
(@ set)))) Pprevious word

in count-list”




Learning number

A CP-knower lexicon:

(define lexicon
(N (word)
(N (set)
(Lf (= word “one”)
(empty? (dec set))

( / ( word) )

“recurse” (dec set)))) “previous word
in count-list”




Learning number

® | earning data: number words paired with
sets of objects (frequency of words matches
CHILDES corpus).

@
Frequency of &

word + noun

“Look at the two blobs!”

® Assume speaker uses a word that is true

in the current situation, with noise.
Cf. Frank, Goodman, Tenenbaum (2009).
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Learning number

" Two...
Wo Three...

_Four, five, six, ...

CP-knower
lexicon

1 2
|

1 4

1 6

(7]
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(-
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3 ¥
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Q)v
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— Subset! knowers
— CP! knower
- = Best other
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Inductive programming

e Concept learning as probabilistisrogram
induction.

® Can describe within Church.

® Tractable (at least for small problems) using
MCMC + tempering.

® Describes human concept learning.



Outline

® The Church language
® [mplementation highlights

® Applications
® | earning programs

® Reasoning about other agents



Bob’s Box

® Bob has a box with two
buttons and a light.

® He presses both buttons, o O
and the light comes on. Q

® How does the box work?

- Button A makes the light go.
- Either A or B make the light go.

- A and B together make the light go.

Goodman, Baker, & Tenenbaum (in press)
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Bob’s Box

® Bob has a box with two
buttons and a light.

® He presses both buttons,
and the light comes on.

® How does the box work?

- Button A makes the light go.
- Either A or B make the light go.

- A and B together make the light go.

Goodman, Baker, & Tenenbaum (in press)



Experiment stimuli

“You work at a genetically-engineered plants nursery, and
one of your coworkers is tending to some almost-dead
flowers that you haven’t seen before.

Your coworker simultaneously pours a yellow liquid and a
blue liquid on the flowers.

By the end of the day, the flowers are growing again.”

What causes the flowers to grow!
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one of your coworkers is tending to some almost-dead
flowers that you haven’t seen before.

Your coworker simultaneously pours a yellow liquid and a
blue liquid on the flowers. A

By the end of the day, the flowers are growing again.”
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Bonly 10%_
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neither 5%




Experiment stimuli

“You work at a genetically-engineered plants nursery, and
one of your coworkers is tending to some almost-dead
flowers that you haven’t seen before.

Your coworker simultaneously pours a yellow liquid and a
blue liquid on the flowers. A

By the end of the day, the flowers are growing again.”

What causes the flowers to grow? Aonly _10$_

Bonly 10$

AorB _20$_
e 9 different cover stories. A&B _403_

neither 5%

® 3 conditions X 3 domains.
(Within-subjects, N=15.)
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Experiment results

Human data




Causal learning models

(define world-cs (cs-prior))

(define action (uniform))

(define outcome (world-cs
init-state
action))

Causal-only

® A causal structure worid-cs has type state,action->state.



Causal learning models

(query
(define world-cs (cs-prior))

(define action (uniform))

(define outcome (world-cs
init-state
action))

Causal-only

world-cs

(and (press-A action)
(press-B action)
(light-on outcome)))

® A causal structure worid-cs has type state,action->state.

® Given actions and outcomes, infer most likely causal

structure.
Cf. Griffiths & Tenenbaum (2005)



Causal learning models

(query
(define world-cs (cs-prior))

(define action (uniform))

(define outcome (world-cs
init-state
action))

o o o
w ERN al

o
N

Causal-only

>N
2
=
4]
O
O
pud
o

o
=

world-cs

(and (press-A action)
(press-B action)
(light-on outcome)))

o

® A causal structure worid-cs has type state,action->state.

® Given actions and outcomes, infer most likely causal

structure.
Cf. Griffiths & Tenenbaum (2005)
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Explaining actions

[ Beliefs: ° ‘ [ Desires:
World-structure:
(<) Want: @

World-state: @

\,
uoisiaq
-

Rational action:

[ <§§! ] (define decide

(A (state causal-model utility)
(query
(define action (action-prior))
action
(flip (utility
(causal-model
state action))))))




Causal-only

Social & causal

Causal learning models

(define
(define
(define

world-cs (cs-prior))

action (uniform))

outcome (world-cs
init-state
action))

(define
(define
(define
(define

(define

world-cs (cs-prior))
utility (uniform))
cs-belief world-cs)
action (decide
init-state
cs-belief
utility))
outcome (world-cs
init-state
action))
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Social & causal

Causal learning models

(define world-cs (cs-prior))
(define action (uniform))
(define outcome (world-cs
init-state
action))
(define world-cs (cs-prior))
(define utility (uniform))
gdefine cs-belief world—csD
((define action (decide h
init-state
cs-belief
L utility)) J
(define outcome (world-cs

init-state
action))

Causal-only model
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2
e
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e
O O.
l
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Knowledgeable
agent assumption

Rational
agent assumption
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Reasoning

® Modeling representational theory of
mind with structured causal beliefs.

® query-over-query captures one agent
reasoning about another.

® Complex reasoning:
® Modular knowledge representation,
e Composed into larger units,

® Used via “nonmodular” probabilistic
inference.



Outline

® The Church language
® [mplementation highlights

® Applications
® | earning programs

® Reasoning about other agents



Related work

® Probabilistic programming languages:
® Functional: IBAL, ProbScheme.

® Others: Markov logic, BLOG, ProbLog...

® Vary in expressivity, inference methods, and
maturity.

® Probabilistic machine learning (many
conferences full).



Call to hackers

® Probabilistic programing is wide open!

® What tricks of compiler lore can make
inference fast?

® There are new programming idioms to
explore and invent (and hopefully avoid
reinventing).

® Uncertainty is everywhere -- reasoning under
uncertainty can help in many applications.



Conclusion

® Church: a language for describing
probabilistic generative models.

® MIT-Church: universal MCMC inference.

® Application areas:
e Cognitive modeling.

® Machine learning and Al.



