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Abstract

In this paper, we combine two apparently disparate techniques for word represen-
tation: (a) word embeddings, which learn vectors from co-occurency statistics on
large corpora (b) word associations, which capture mental representation of lan-
guage. Existing literature has mainly considered these representations distinctly
while proving that they respectively perform better at (a) similarity and (b) anal-
ogy tasks. We propose to combine these two sources of information and derive
several hybrid models in order to obtain good performance on both tasks. In par-
ticular, our best method pairs Shortest Paths methods with an improved-version of
Retrofitting models: it reaches an averaged 5% improvement over state-of-the-art
on a standard test of 5 similarity and 2 analogy datasets.

1 Motivation

Two classes of word representation have been proposed in the literature. First, a vectorial repre-
sentation of words has been used to generate features for a wide range of applications in Natural
Language Processing: text classification, POS tagging, question answering... Different models have
been proposed to derive these embeddings [16] [8]. Hence, deriving a correct evaluation of these
embeddings has become a critical question. Recently, [14] suggested a particular evaluation scheme:
the difference between two embeddings should represent a semantic relation between the two words.
For example, a male/female relation: the vector representation “King - Man + Woman” should result
in a vector close to “Queen.” We will refer to this evaluation techniques as analogy tasks.

In addition, association models have been proposed to capture mental representation of words. Ex-
isting models were derived from associations datasets – where one user is asked to give the most
similar word to a given input, or to rank the strength of an association between two words. These
methods aim to lead to insights in cognitive science, linguistics... Recently, the best associative
models have been proved to outperform substantially word embeddings for similarity tasks [3].

However, both types of models only rely on one out of the two sources of information. Conse-
quently, their spectrum of performance are relatively distinct. In this paper, we propose to bridge the
gap between word embeddings and word associations models by deriving unified methods which
combine vectorial and mental representation of language. Specifically, we study retrofitting models
which have been proposed to enrich embeddings from semantic lexicons [6]. We discuss possible
improvements of the method, in particular in pairing them with shortest paths. As a result, we derive
a new hybrid method which improves over the state-of-the-art on similarity and analogy tasks.

The rest of this paper is organized as follows. Section 2 introduces notations and notions used to
build our models. Section 3 discusses state-of-the-art methods to understand possible extensions
for combining vectorial and mental representation of words. Section 4 introduces the datasets to
evaluate the different models. Finally, Section 5 compares the different methods proposed.
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2 Preliminaries

This section introduces useful notations and notions that will be used throughout our analysis. In
particular, we discuss word embeddings representation, models for retrofitting to a semantic lexicon,
and graph operations (random walk, shortest paths).

2.1 Glove: a vectorial representation of words

In this paper, we consider the Global Vectors for word representation [16] as a given vectorial rep-
resentation of a vocabulary V = (w1, . . . , wn). The GloVe model is based on words statistics from
a given corpus. The authors started by creating a co-occurence symmetric matrix X, such that the
rows of X correspond to the words for which we aim to learn the embedding, and the columns of X
correspond to the context in which the words appear. Hence, Xij is the number of co-occurences of
the word wj in the context of the word wi. In addition, a word wi is assigned to the vectors qi and
q̃i in Rd, respectively corresponding to the embedding and to the context. The objective function
proposed to be minimized is:∑

ij

f(Xij)
(
qTi q̃j + bi + b̃j − log(Xij)

)2
, (1)

where the vectors b and b̃ account for intercept terms. The function f discounts co-occurences
between frequent words: the authors used

f(x) =

{
(x/xmax)

α if x < xmax

1 otherwise

with α = 0.75 and xmax = 100. The resulting vectors of dimension d = 300 were trained on 6
billions words from Wikipedia and Gigaword. As desired, the embeddings derived from Problem
(1) have been proved to capture syntactic regularities in language [14].

2.2 Vector retrofitting to semantic lexicon

Section 2.1 presents how word embeddings can be learned from contextual information in large cor-
pora. As a result, we obtain a matrix Q = (q1, . . . , qn) ∈ Rn×d such that qi ∈ Rd represents the
word wi. The retrofitting model [6] proposed to enrich this representation by including relational
information from an external semantic lexicon. This lexicon can be thought as describing similarity
relations between words of the vocabulary: these relations are not observed in the initial large cor-
pora. For instance, we can use relations learned from similar translations in an external language
[12]. As another example described in Section 3.1, we can use online word association datasets
where people were asked to give the first word wj that they associate to a given word wi.

More specifically, we are now given a semantic lexicon S of non-symmetric binary relations between
words. S is associated to a directed graph G = (V,E), with an edge (wi, wj) ∈ E for each relation
in S. The retrofitting model derives a new matrix of embeddings Q̂ = (q̂1, . . . , q̂n) by combining
two conditions: (1) the new vector q̂i is close to the original one qi for the euclidean distance and
(2) it is also close to the vectors associated to the neighbors of the word wi in the graph G. That is,
Q̂ is defined as the solution of the convex minimization problem:

min
q̂1,...,q̂n∈Rd

n∑
i=1

αi‖q̂i − qi‖22 + ∑
j: (wi,wj)∈E

βi,j‖q̂i − q̂j‖22

 , (2)

where the weight vectors α and β control the relative strengths of the association. Problem (2) can
be solved via an iterative updating method: Q̂ is initialized to Q, and at every iteration the new
embeddings are updated via:

q̂i =
1

αi +
∑

j:(wi,wj)∈E
βi,j

αiqi + ∑
j: (wi,wj)∈E

βi,j q̂j

 , ∀i. (3)

In practice, [6] proposes to use αi = 1,∀i and βi,j = 1
ni
,∀(i, j) – ni being the number of neighbors

of the vertex i in graph G – and to run the loop in Equation (3) for 10 iterations. We discuss in
Section 3.3 how to improve this embedding model by defining non-uniform coefficients βi,j .
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2.3 Positive Pointwise Mutual Information

Similarly to Section 2.2, we assume the existence of a graph G = (V,E) derived from a semantic
lexicon. We now assume that each edge (wi, wj) has a weight fij which can be interpreted as a
frequency of output of the word wj when the word wi was given as an input. Thus, we introduce the
matrix of weights F = (fij)i,j . Since the graph G is directed, the matrix F is not symmetric. We
would like to use information in F to measure similarity between words. However F appears to be
very sparse and not very discriminant.

To remedy this problem, we introduce pointwise mutual information as a measure of the probability
that two words co-occur [11]. We normalize F and define the matrix F̃ so that all the coefficients
sum up to 1:

∑
ij f̃ij = 1. For a word wi ∈ V – corresponding to a row of F̃ – and a context

wj ∈ V – corresponding to a column of F̃ – the pointwise mutual information [5] is defined as:

PMI(wi, wj) = log
P(wi, wj)
P(wi)P(wj)

= log
f̃ij∑n

`=1 f̃i`
∑n
l=1 f̃`j

,

which corresponds to the log of the ratio between the joint-probability of wi and wj and the product
of their marginal probabilities. This quantity measures how often the word wi and context wj co-
occur, compared to what would happen if there were independent. In practice, for the pairs that
appear less than if independent, we round the PMI up to 0 and define the Positive Pointwise Mutual
Information:

PPMI(wi, cj) = max

(
log

P(wi, cj)
P(wi)P(cj)

, 0

)
.

The rows of the PPMI matrix are now comparable: two words are similar if their associated rows
are close (for the cosine distance).

2.4 Random Walk in a Markov Chain

In addition, we now would like to think of the graph G as a Markov Chain with an associated tran-
sition matrix P . For this condition to be satisfied, we propose to derive P from F by normalizing
the rows so that they sum up to 1: pij =

fij∑n
`=1 fi`

,∀i, j.

As in [3], we consider a random walk in the resulting Markov Chain. For a given length k ≥ 0,
it is known that P kij corresponds to the sum of the probabilities of all paths of length k between i
and j. The authors consider a discount parameter α. That is, the probability of the walk to survive
after k steps depends upon αk. Hence, for a small α, small paths have a higher contribution. Using
standard results from linear algebra, the random walk matrix associated to all paths of all lengths is:

M rw = I + αP + α2P 2 + . . . =

∞∑
k=0

(αP )k = (I − αP )
−1
.

2.5 Shortest path and Dijkstra algorithm

We still assume the existence of a sparse graph G, such that each edge (wi, wj) has an associated
weight fij . We consider the problem of finding all shortest paths in G. To do so, we consider the
polynomial-time Dijkstra algorithm: it returns all the shortest paths {dy}y∈V−s from a given source
s to all other nodes in the graph with complexity O(|V |2).
We briefly outline the main steps of the algorithm. Say we want to compute the shortest path in
between source node s and target node t. At each iteration of the algorithm, we dispose of 2 queues:

INSERT

CLOSEST

Permanent Nodes P Temporary Nodes T
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The algorithm then proceeds as follows:

1. Initialize the shortest paths dx =∞,∀x 6= s. Initialize the queues T = V − x, P = {x}.
2. Repeat Step 3 and 4 until T is empty.
3. Let x ∈ T be the node with the lowest temporary shortest path. If dx =∞ cost, stop. Else,
x becomes permanent, and its cost is fixed.

4. Form the neighborhood Ux ⊂ V ∩ T of x in T .
Update all the distances dy = min(dy, dx + fxy),∀y ∈ Ux.

In the example below, we assume fs1 < fs2. We pick x = 1 as our first parent node, fix its cost, and
run Step 4 of the algorithm to update dt. We indicate all current shortest paths from s.

s

1

fs1

STEP 3

2

fs2

t ∞

fs1

fs2

f1t

f2t

s0

1

fs1

STEP 4

2

fs2

t fs1 + f1t

fs1

fs2

f1t

f2t

Although we had implemented Dijkstra algorithm in PYTHON, the impressive gain in computa-
tional time obtained by the IGRAPH package [2] convinced us to use this implementation.

3 Models compared

Throughout this section, we assume we are given (a) a matrix of vectors Q = (q1, . . . , qn) repre-
senting the GloVe embeddings of a vocabulary V = (v1, . . . , vn) along with (b) a graphG = (V,E)
corresponding to the word associations dataset described below. We introduce the different models
compared in our study. First, we enlighten that the state-of-the-art models almost only rely exclu-
sively on (a) vectorial or (b) associative information. As a consequence, we propose hybrid models
to unify these two representations. Section 5 will assess the performance of our models.

3.1 Semantic lexicon data sources

We propose to use word similarity data from the University of South Florida Word Association
project [15] as our semantic lexicon1. For the study, more than 6, 000 participants were asked to
give the most related word to a given input. The connections made aim to understand the mental
lexical representation of words and capture associative structure along with the links that bind words
together. For each word wi, we have access to all the associated words wj proposed, and to the
relative frequency fij of the pair. As a result, we obtain a graph with 5007 nodes – for which we
also extract the GloVe embeddings2. G has a total number of 63, 033 edges and is 0.25% sparse.

3.2 State-of-the art models

We start by presenting the state-of-the art models, which correspond to the 3 best models proposed
in [3]. They all exclusively use information from (a) the word embeddings matrixQ or (b) the word
associations graph G.

Word Embedding model The first model uses the 300-dimensional GLOVE word embeddings
matrix presented in Section 2.1. It is referred asGloV e in Table 1 and Table 2.

1The project details and data is available at http://w3.usf.edu/FreeAssociation/
2 The GloVe embeddings are accessible at https://nlp.stanford.edu/projects/glove/

4

http://w3.usf.edu/FreeAssociation/
https://nlp.stanford.edu/projects/glove/


Count based model The second model – referred as Counts− I – converts the lexicon graph
G = (V,E) into a frequency matrixF on which we apply the Positive Pointwise Mutual Information
(PPMI) transformation – explained in Section 2.3 – to make the rows comparable.

Random Walk model Finally, the best model proposed by [3] – and referred as RW – uses the
Random Walk described in Section 2.4 on the frequency matrix F . The random walk matrix M rw

combines paths of various lengths with a discount factor α = 0.75. Again, we apply the PPMI
transformation to compare the rows of M rw. Note that this model does not use any information
from the embedding matrixQ.

3.3 Combining word embeddings and associations through retrofitting models

We now explore possible approaches to combine the embeddings (a) and the association graph (b)
through a retrofitting method – as described in Section 2.2. In particular, we aim to derive a new
embedding matrix Q̂ that includes information from the semantic graph G.

Basic retrofitting As suggested in [6], our first model uses the coefficients αi = 1,∀i as well as
βi,j =

1
ni
,∀i, j That is, the iterative updating Equation (3) for retrofitting is:

q̂i =
1

2
qi +

∑
j: (wi,wj)∈E

1

2ni
q̂j , ∀i. (4)

where ni is the number of neighbors of word wi in graph G. This model is referred asGR.

Retrofitting with human frequencies The uniform coefficients 1/2ni in Equation (4) do not use
the frequency weights fij . Therefore, they are not representative of the strength of the association.
Hence we propose a second model – referred as GRHF – where the coefficients of retrofitting
depend upon fij : we bring closer elements with a high frequency. As in Equation (4), the new em-
bedding is the mean between the previous embedding and the averaged embeddings of the neighbors.
The iterative updating Equation (3) for retrofitting becomes:

q̂i =
1

2
qi +

1

2

∑
j: (wi,wj)∈E

fij
Fi
q̂j , ∀i where Fi =

∑
j: (wi,wj)∈E

fij . (5)

A more general model for retrofitting Equation (5) includes the graphG in the retrofitting model
by: (1) defining the subset of neighbors by the edges in the graph and (2) using the coefficients as
the associated weights. This can be extended to a more general approach where the subset and the
coefficients of the model are defined by combining (a) and (b). For a parameter λ – we define and
discuss the role of λ in Section 3.4 – we propose the general retrofitting equation:

q̂i =
1

2
qi +

1

2

∑
j∈Si(λ)

w̃ij(λ)q̂j where
∑

j∈Si(λ)

w̃ij(λ) = 1. (6)

The next Section 3.4 proposes an approach to build the subset Si(λ) and the adaptive weights w̃ij(λ).

3.4 Shortest paths models

In addition, we introduce a new class of models based on the Shortest paths methods presented in
Section 2.5 to combine word embeddings (a) and association knowledge (b). The general idea is to
define a new distance between each pair of words, and to bring closer vectors with small distances.

More specifically, given the embeddings matrix Q = (q1, . . . , qn), we define the symmetric dis-
tance matrixD = (dij)ij such that dij = ‖qi−qj‖2. We extract a sparse matrixD0 from the matrix
D by only keeping the N0 nearest neighbors of each vector. That is, each row of D0 = (d0ij)ij has
exactly N0 non-zeros elements.

We also define the graph G̃ = (V, Ẽ) such that if d0ij > 0 then we add the edge (wi, wj) ∈ Ẽ with
weight f̃ij = d0ij . In addition, for each edge (wi, wj) ∈ E in the semantic graph G, we add the edge
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(wi, wj) to Ẽ. We consider a parameter λ ∈ [0, 1] and define the weight of this edge as:

f̃ij = λ

(
1− fij

Fi

)
dij where Fi =

∑
j: (wi,wj)∈E

fij . (7)

Let us note important remarks that motivate our choices:

1. In practice we consider N0 = 15 nearest neighbors for each point. Hence, the graph G̃
has |Ẽ| = 75, 015 edges, which is comparable to the number of edges of the lexicon graph
|E| = 63, 033. That is, the embeddings and the word associations bring a similar number
of edges to our model. The sparsity of the graph G̃ is 0.55%.

2. The matrixD considers the euclidian distance – and not some cosine measure – so that we
can use the Shortest Path method presented below

3. The coefficient λ controls the relative importance of the word associations relations com-
pared to the embeddings. For a low λ, the lowest distances in the graph correspond to edges
in G. Equation (7) can be thought as a spring force where the stiffness depends upon λ and
the human frequency fij .

We now use Dijkstra algorithm – presented in Section 2.5 – to derive the Shortest Paths Matrix SP :
SPij correspond to the shortest path between the word wi and the word wj in the graph G̃. In
addition, we derive the Inverse Shortest Path matrix InvSP defined as: InvSPij = 1/SPij and
propose the following models.

Shortest Path model The Shortest Path model – referred as SP applies the PPMI transformation
on the Inverse Shortest Path matrix InvSP . Thats is, we interpret the coefficients derived as
probabilities of occurrences between a word and a context. As this model relies on the graph G̃, it
does combine information from the embeddings and the pairs of associations.

Retrofitting with shortest paths We discussed in Section 3.3 how retrofitting models can combine
information in Q and G through the choice of weights and subset. Our first method defines the
weight based on human frequencies. Our next model – referred as GRSP – defines them as the
coefficients of the matrix InvSPij . Again, we retrofit on the subset of associations given by the
graph G. That is, we propose the model:

q̂i =
1

2
qi +

1

2

∑
j: (wi,wj)∈E

InvSPij
Fi

q̂j , ∀i where Fi =
∑

j: (wi,wj)∈E

InvSPij . (8)

Retrofitting with shortest paths weights and subset Equation (8) uses the Shortest Path dis-
tances to define the weights of the retrofitting, but not the subset. The next model GRsub includes
these distances to derive the subset of the retrofitting. It uses the iterative equation:

q̂i =
1

2
qi +

1

2

∑
j∈Si(N0)

InvSPij
F 1
i

q̂j , ∀i where F 1
i =

∑
j∈Si(N0)

InvSPij . (9)

where Si(N0) is the subset of the N0 nearest neighbors of the word wi according to the Shortest
Paths matrix. When λ is very small, by Equation (7), the nearest neighbors will correspond to the
edges in the semantic graph G, so Si(N0) = {j : (wi, wj) ∈ E} and the previous Equation (9) is
equivalent to Equation (8). When λ is high, we retrofit on the closest embeddings.

Iterative optimization Finally, our last model SP +GRsub is based on the observation that the
previous model returns new embeddings. Then, we can iterate the process and derive a new Shortest
Paths matrix from these new embeddings.

4 Models evaluation

This section presents our evaluation methods – along with the datasets used – in order to compare
the models proposed in Section 3. We design our testing experiments in the same fashion than [3]
for the two following tasks.

6



4.1 Tasks evaluated

Similarity & Relatedness tasks We first evaluate all models for similarity tasks. These evalu-
ations consist in giving a score to a pair of words based on the strength of the association. That
is, the dataset lists pairs of the form a ,b, score, the score reflecting the human evaluation of the
association strength. Association can mean "synonymy", but this is not exclusive. For example, if
someone is given the word "tennis", she/he will likely associate the word "racket", which is obvi-
ously not a synonym of the latter. As a consequence, relatedness tasks differ from similarity tasks
in that they try to reflect a mental representation of words: "Yellow" and "Banana" can have strong
associations in the mind of human beings, whereas in a dictionary of synonyms "Fruit" would be a
better candidate.

Analogy tasks The second kind of evaluation are analogy tasks. They also reflect similarity and
relatedness between words, but the tests are different. Given three words a , b an a∗, for which we
have a relationship a→ b, the task consists in finding the best b∗ that satisfies a∗ → b∗. For instance
given Greece→ Athene, and France one would choose France→ Paris

4.2 Test datasets

We use the datasets presented below: the first 5 ones correspond to Similarity and Relatedness tasks,
the 2 last ones to Analogy tasks.

Sim353 The Sim353 dataset 3 is splitted into two datasets sim353-A for similarity judgements and
sim353-B for relatedness judgements [7]. Both datasets were obtained from the same instructions:
13 (resp. 16) participants were asked to give a score to the pair on a 0 (unrelated) to 10 to judge
the similarity of the words. The difference between the two datasets being that the authors proposed
pairs that they thought were representing similarity relations in the first case (’automobile/car’), and
relatedness in the second (’car/wheels’).

SimLex999 The SimLex999 dataset 4 tries to capture synonymy relations [10]. It differs from
Sim353 since the 500 annotators (on Amazon Mechanical Turk) were explicitly instructed the differ-
ence between similarity and relatedness, and asked not to make the confusion.

MEN The MEN dataset 5 also encapsulates similarity relations between words [1]. Pairs were
constructed out of randomly selected words that occur at least 700 times in UkWaC and Wackypedia
corpora. The scores were attributed through Amazon Mechanical Turk by native speakers, who were
asked to make binary decisions between two pairs of words, and select the most "related" pair
without being told the difference between similarity and relatedness.

MTURK-771 The MTURK-771 dataset 6 reflects relatedness judgements [9] and was obtained via
Amazon Mechanical Turk. In this case, each participant was given 50 pairs one after another, and
had to give it a 1-5 scale mark, 1 corresponding to "not related" and 5 to "highly related".

Remote Triads The remote triads test set also evaluates similarity performance using an idea of
triadic comparisons [4]. Participants were given triplets of words (a, b, c), and were asked to select
the most probable pair amongst the three possibilities (a, b), (a, c), (b, c). The three words were
chosen to be weakly related between themselves (’cloud / surgeon / tennis’) so that two abstract or
common words are not grouped together by default.

3 http://www.cs.technion.ac.il/~gabr/resources/data/wordsim353/
4 https://www.cl.cam.ac.uk/~fh295/simlex.html
5 https://staff.fnwi.uva.nl/e.bruni/MEN
6https://github.com/mfaruqui/eval-word-vectors/blob/master/data/word-sim/

EN-MTurk-771.txt
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GOOGLE & MSR for analogy tasks The analogy datasets have a different structure : each line is
composed of words a, b, a∗, b∗. Participants were asked questions of the form "‘man’ is to ‘woman’
as ‘king’ is to ?" [13]. We used the GOOGLE 7 and MSR datasets. 8

Restrictions Our methods combine information from word embeddings and word associations. In
particular the models presented in Section 3 do not consider the words which do not appear in the
association graph G. Therefore, we can only test our methods on a subset of the test dataset, based
on G. That is, we restrain the similarity pairs for which we have both embeddings and such that the
first word corresponds to a head of at least one edge in the directed graph G. Similarly, for analgoy
tasks, we only keep quadruplet of words where all four appear in V . The overlap between train and
test sets is presented in the next Table 1.

Table 1: Number of instances available for test for each dataset

Similarity & Relatedness Analogies

Dataset Sim353A Sim353B SimLex999 MEN MTURK-771 Triads MSR GOOGLE

Orginal Size 153 200 999 3000 770 300 8000 19559

Overlap Size 101 126 932 2199 514 300 88 420

4.3 Evaluation metrics

We present the metrics used to derive the results reported in Table 2.

Similarity datasets: For similarity tasks, we rank all the pairs in the test set based on their cosine
similarity. We either use the embeddings obtained or PPMI matrix. We then compute the spearman
rank correlation between our rankings and the ground human truth.

Analogy datasets: For analogies tasks, given the three first words of each line of the test set, we
choose the most likely fourth word for the 3CosMul metric [12]. That is, we compute:

b∗ ∈ argmax
b∗,b∗ 6=a,b,a∗

cos(b∗, a∗). cos(b∗, b)

cos(b∗, a) + ε
,

where ε = 0.001 is included to avoid null denominators. Our final evaluation metric is the percent-
age of time our guess for b∗ matches the ground truth.

5 Computation results

We finally present the performance of our models against the state-of-the-art. Our hybrid methods
lead to a significant gain in performance, especially on analogy tasks. We discuss the results and the
meaning of the parameters used in the model.

5.1 Results and observations

Comparison between the different models on similarity and analogy tasks are presented in Table 2.
We use λ = 0.3 for our methods. Several relevant observations can be made out of the findings.

First, the performance of GR shows that GloV e particularly benefits from retrofitting: the accu-
racy gain on analogy tasks is around 20%. In addition, taking into account human frequencies as
in GRHF leads to better results. This important observation motivates our work to derive relevant
weights and subsets for retrofitting.

Second, our Shortest Paths method SP improves over the 2 graph-based state-of-the-art methods
Counts− I andRW – this last one being the best method in [3]. This proves that graph methods
benefit from additional information provided by embeddings. It also suggests that Shortest Paths

7 https://code.google.com/archive/p/word2vec/source/default/source
8https://www.dropbox.com/sh/5k78h9gllvc44vt/AAALLQq-Bge605OIMlmGBbNJa?dl=1
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can be relevant coefficients for retrofitting models. In addition, we note that graph-based methods
perform poorly on the analogy datasets compared to embeddings-based methods.

Third,GRSP does not show any improvements when compared toGRHF . Although the Shortest
Paths model SP has proved to perform better than the Human Frequency model Counts− I , it
does not help for retrofitting. GRsub does not improve neither. However these two methods lead to
better performance on Analogy tasks.

Fourth, our hybrid model SP +GRsub – based on an additional Shortest Paths derived from the
new embeddings GRsub – appears as the overall winner on both similarity and analogy tasks. It
notably shows a 15% improvement on similarity task compared toGloV e, and a 30% improvement
on analogy tasks compared to RW . That is, the model proposes a solid alternative to mitigate the
poor performance of the benchmark in the task they are not trained for. Consequently, we have built
a unified model for combining word embeddings and word associations, which improves over the
state-of-the-art on both similarity and analogy tasks.

Tradeoff between embeddings and word associations The previous results have assessed the
performance of pairing information from word embeddings and word associations. In addition, we
recall the relative importance given to word associations is governed by the parameter λ. For smaller
values of λ, we tend to bring closer with stronger associative links in the graphG. We have observed
that setting a ratio of 2:1 - that is λ = 0.3 - brings better results, especially on analogy tasks, as shown
in Table 2. For bigger values of λ (eg. λ = 0.7), the overall performance is negatively impacted,
which confirms the importance of including association information in our model.

Table 2: We compare the state-of-the-art with our hybrid models presented in Section 3 for λ = 0.3. We
use Spearman rank correlation for similarity tests and percentage of correct guess for analogy tests.

Embeddings-based Graph-based Hybrid

Dataset GloVe GR Counts - I RW SP GRHF GRSP GRsub SP + GRsub
Sim353A .722 .751 .601 .731 .767 .765 .778 .700 .769
Sim353B .470 .541 .488 .684 .666 .610 .553 .460 .670
SimLex999 .353 .384 .414 .476 .460 .421 .410 .313 .460
MEN .743 .792 .595 .808 .812 .826 .809 .695 .811
MTURK-771 .677 .732 .636 .760 .734 .740 .738 .638 .733
Remote Triads .356 .386 .184 .403 .467 .389 .390 .310 .479
MSR .614 .739 .221 .364 .295 .682 .705 .761 .773
GOOGLE .571 .867 .131 .655 .776 .879 .881 .862 .857

Avg sim perf .553 .598 .486 .644 .651 .625 .613 .519 .654
Avg analogy perf .592 .803 .176 .510 .536 .780 .793 .811 .815
Avg perf .563 .649 .409 .610 .622 .664 .658 .592 .694
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