ABSTRACT

Today’s virtual reality (VR) headsets require a cable connection to a PC or game console. This cable significantly limits the player’s mobility and hence her VR experience. The high data rate requirement of this link (multiple Gbps) precludes its replacement by WiFi. In this paper, we focus on using mmWave technology to deliver multi Gbps wireless communication between VR headsets and their game consoles. The challenge, however, is that mmWave signals can be easily blocked by the player’s hand or head motion. We describe a novel system design and algorithms that allow mmWave links to sustain high data rates even in the presence of blockage, enabling a high-quality untethered VR experience.

1. INTRODUCTION

The past few years have witnessed major advances in augmented reality and virtual reality (VR) systems, which have led to accelerated market growth. Facebook has recently started shipping their VR headset (Oculus Rift) and expects to ship more than 2 million headsets by 2017 [4]. HTC sold more than 15,000 VR headsets in the first 10 minutes following release [5]. These devices are expected to soon dominate the gaming and entertainment industry, and they have found applications in manufacturing and healthcare [12, 13]. However, a key challenge prevents this technology from achieving its full potential. High-quality VR systems need to stream multiple Gbps of data from a data source (PC or game console) to the headset. As a result, these headsets have an HDMI cable snaking down the player’s neck and hard-wiring her to the PC, as shown in Fig 1. The cable not only limits the player’s mobility and interferes with the VR experience, but also creates a tripping hazard since the headset covers the player’s eyes. This has left the industry searching for untethered solutions that can deliver a high-quality VR experience without these limitations. Unfortunately, typical wireless systems such as WiFi cannot support the required data rates. Moreover, the strict latency constraints on VR systems (about 10ms) preclude the use of compression/decompression to accommodate lower data rates [21].

This challenge has led to awkward products: Zotac has gone as far as stuffing a full PC in the player’s backpack in the hope of delivering an untethered VR.

Ideally, one would like to replace the HDMI cable with a wireless link. In fact, multiple companies have advocated the use of mmWave for VR since mmWave has been specifically designed to deliver multi-Gbps data rates [8, 1]. The term mmWave refers to high-frequency RF signals: 24GHz and higher. The 802.11ad standard operates in mmWave and can transmit over 2GHz of bandwidth and deliver up to 6.8 Gbps. However, using mmWave links for the VR application presents some difficulty because such high frequency signals require a line-of-sight between transmitter and receiver. They do not work well through obstacles or reflections. Said differently, these links would work well when the receiver on the headset faces the transmitter and has a clear line of sight, but if the player turns her head to look around or if other people in the environment obstruct the receiver’s view to the transmitter, the signal will be lost (see Fig. 2). In fact, if the player moves her hand in front of the headset, this motion will block the signal and cause a glitch in the data stream (shown in our empirical results in §3). This problem is further complicated by the fact that mmWave antennas are highly directional and typically generate narrow beams. Hence, even a small obstacle like the player’s hand can block the signal. While temporary outages are common in wireless communication, the VR data is non-elastic: it cannot tolerate
any degradation in SNR and data rate.

One naïve solution to overcome this challenge is to deploy multiple mmWave transmitters in the room to guarantee that there is always a line of sight between the transmitter and the headset receiver. However, this defeats the purpose of a wireless design in the first place because it requires enormous cabling complexity, extending many HDMI cables in the environment to connect each transmitter to the PC. Further, requiring multiple full-fledged mmWave transceivers will significantly increase the cost of VR systems and limit their adoption in the consumer market.

We propose MoVR, a novel system for addressing the problem. MoVR is a configurable mmWave reflector. It has no transmit or receive capabilities (i.e., transmit or receive baseband chains). It acts as a programmable mirror that detects the direction of the incoming mmWave signal and reconfigures itself to reflect it toward the receiver on the headset. MoVR reflects the signal without loss of SNR –i.e., without reduction in data rate in comparison to the direct line of sight. Furthermore, in contrast to a traditional mirror, MoVR does not require the angle of reflection to be equal to the angle of incidence. Both angles can be programmed so that our mirror can receive the signal from the mmWave transmitter at the data source and reflect it toward the player’s headset, regardless of its direction.

MoVR’s design overcomes multiple challenges. In particular, though it has no transmit or receive chains, MoVR needs to detect the direction of the signal from the PC and the direction of the headset so that it can set angles of incidence and reflection appropriately. Recall that mmWave signals are highly directional. Identifying the best signal direction between two nodes typically requires them to transmit and receive, yet MoVR can neither transmit nor receive; it can only reflect signals. In §4, we present a novel protocol that measures the direction along which a signal propagates using the backscatter principle, which works correctly even when one node has no transmit or receive capabilities.

Another challenge in designing MoVR stems from the leakage between the transmit and receive antennas. At a high level, MoVR works by capturing the RF signal on its receive antenna, amplifying it, and reflecting it using a transmit antenna. However, some of the signal reflected by MoVR is also received by its own receive antenna. This means that the output of the amplifier is fed back to the input of the amplifier. This creates a feedback loop that can cause the amplifier to saturate, thereby generating garbage signals. While the same leakage problem appears in some prior technologies working at lower frequencies, both the nature of the problem and the solution are different. For example, relays at lower frequencies cancel their own leakage but they require full transceiver chains for accurate estimation of the leakage and complex circuits to achieve this. Moreover, such systems have a fixed amount of leakage between the transmit and receive antennas. In contrast, MoVR does not contain transmit or receive chains, and thus cannot estimate the leakage. Furthermore, in MoVR, the amount of leakage changes with the angle of reflection and angle of incidence. In §4 we explain how MoVR adapts its amplification gain to maximize the SNR while avoiding saturation.

We built a prototype of MoVR and evaluated its performance empirically. Our results can be summarized as follows:

- In the absence of MoVR, even a small obstacle like the player’s hand can block the mmWave signal and result in a drop in SNR of 20dB, leaving the VR headset with no connectivity.
- The addition of a MoVR reflector prevents the loss of SNR in the presence of blockage. In fact, on average, the SNR delivered via MoVR is a few dB higher than the SNR over the unblocked direct path because of MoVR’s amplification gain.
- Finally, MoVR can learn the correct signal direction to within 2 degrees, despite lacking transmit and receive chains. Thus, MoVR can correctly configure its programmable angles.

2. RELATED WORK

(a) Virtual Reality: Existing VR systems can be divided into PC-based VR like Oculus Rift and HTC Vive, and Gear VR like systems by Samsung and Visus [9, 14]. PC-based VR systems leverage their computational horsepower to generate rich graphics that look realistic and support fast head motion, but they require an HDMI cable to connect the PC to the headset. Gear VR slides a powerful smart phone into the headset, eliminating the need for an external cable. Their mobility, however, is limited by the inability to support rich graphics that react to motion; their imagery tends to blur with motion [3]. There is a huge interest in untethered PC-based VR systems. Optoma and SiBeam have proposed using mmWave radios to connect the headset to the PC, but they have not provided any details about their proposal [8, 1]. Sulon proposed to equip the headset with an integrated computer [10]. Unfortunately, this would make the headset much larger and heavier, interfering with the user experience. WorldViz advertises a wireless wide-area tracking system. However, they still require the user to have a cable for the display or carry a limited data source and a processor unit [17]. Zotac advertises a mobile VR system where the user carries the PC in a backpack. Finally, Google has recently announced that their next VR headset will be wireless, but has not provided any details of the design or the release date [15].

(b) mmWave Communications: Much past work on mmWave communication addresses static links, such as those inside a data center [32, 33, 24], where there is a line-of-sight path between the transmitter and receiver. Some past work looks at mobile links for cellular networks or wireless LANs [32, 31, 29, 35, 19]. Most of these solutions assume line-of-sight connectivity, though some of them do consider scenarios in which the line-of-sight between transmitter and receiver is blocked. However, since they target elastic applications, their solution switches the directional antenna to
the best reflected path, which typically has a much lower SNR (see Fig. 3). In contrast, our VR application is non-elastic and cannot tolerate reduction in its SNR and data rate. Also, there are wireless HDMI (WHDI) products from LG and Samsung which operate at mmWave frequencies, but these products assume static links and require line-of-sight between the receiver and transmitter [16]. Thus, they cannot adapt their direction and will be disconnected if the player moves. Finally, the work in [34] has proposed a form of mmWave mirror to reflect an RF signal off the ceiling of a data center. Their approach, however, covers the ceiling with metal. Such a design is unsuitable for home applications and cannot deal with player mobility.

(c) Relay and Full-Duplex: The design of MoVR is related to that of wireless relays at lower frequencies (e.g., Wi-Fi and LTE [11]). Similarly to MoVR, these relays amplify and forward the signal of interest; however, they do not deal with the issue of directionality. In contrast, MoVR’s reflector needs to capture the mmWave signal along a particular direction and reflect it in the direction of the headset. These relays also do not need adaptive amplification gain since the leakage is constant and does not depend on the signal direction, as is the case for our system. Finally, our work is related to previous work on full-duplex relays since they receive a signal and transmit it at the same time, but full-duplex radios require complex analog and digital hardware with full transmit and receive chains [20]. In contrast, MoVR mirrors have only an analog front-end (i.e., antennas and an amplifier) and do not need digital transmit or receive chains.

3. IMPACT OF BLOCKAGE

We first investigate the impact of blocking the direct line-of-sight on mmWave SNR and data rates. To do so, we attach a mmWave radio to an HTC PC-based VR system and another one to the headset (see §5 for hardware details). We conduct experiments in a 5m × 5m office. We place the headset in a random location that has a line-of-sight to the transmitter, and measure the SNR at the headset receiver. We then block the line-of-sight and measure the SNR again. We consider different blocking scenarios: blocking with the player’s hand, blocking with the player’s head, and blocking by having another person walk between headset and the transmitter. We repeat these measurements for multiple different locations. Fig. 3 shows the results of this experiment, where the top graph shows the SNR and the bottom graph shows the data rate. The SNRs are measured empirically and the corresponding data rates are computed by substituting the SNRs measurements into standard rate tables based on the 802.11ad modulation and code rates [6, 7, 18]. The first bar in Fig. 3 shows that, in the absence of blocking, the mean SNR is 25dB and the resulting data rate is almost 7 Gb/s, which exceeds the needs of the our VR system. Bars 2, 3, and 4 in the figure correspond to different blocking scenarios. They show that even blocking the signal with one’s hand degrades the SNR by more than 14 dB and causes the data rate to fail to support the VR application.

Note that one cannot solve the blocking problem by putting another antenna on the back of the headset, since both antennas may get blocked by the player’s hands or body, or by the furniture and people in the environment. Another option would be to rely on non-line-of-sight paths—i.e., the signal reflections from walls or other objects in the environment. Specifically, both transmitter and headset receiver can direct their signal beams toward a wall and rely on the reflection from the wall. In fact, this is how current mmWave systems work. Unfortunately, non-line-of-sight paths typically have much higher attenuation than the line-of-sight path due to the fact that walls are not perfect reflectors and therefore scatter and attenuate the signal significantly. Moreover, signals travel longer distance in non-line-of-sight scenarios than in line-of-sight scenarios, which results in higher attenuation.

To confirm, we repeat the measurements for all blocking scenarios, but instead of trying to receive the signal along the blocked direct path, we sweep the mmWave beam on the transmitter and receiver in all directions. We try every combination of beam angle for both transmitter and receiver antennas, with 1 degree increments. We ignore the direction of the line-of-sight and note maximum SNR across all non-line-of-sight paths. The last bar in Fig. 3 shows the results for this experiment. It shows that when transmitter and receiver have to use a non-line-of-sight path, the SNR drops by 16dB on average. The figure also shows that this reduction in SNR causes the data rate to fail to support the VR application.
4. MoVR

MoVR is a programmable mmWave reflector that can control both the angles of incidence and reflection. Fig. 4 shows a basic diagram of the circuit and a picture of our prototype. Specifically, each MoVR device consists of two directional antennas, connected via a variable-gain amplifier. Each antenna in MoVR is a phased-array. Because mmWave signals have very small wavelength, we can build a highly directional antenna by packing multiple antenna elements into an array, and controlling the phase of each element using an analog component called a phase shifter. The result is a small antenna (half the size of a credit card) that focuses the signal into a narrow beam, which we can steer in any direction by changing the control input of the phase shifters. This beam steering is done electronically in sub micro-seconds.

One or more MoVR reflectors can be installed in a room by sticking them to the walls. As shown in Fig. 5 each MoVR reflector focuses its receive beam (angle of incidence) on the mmWave radio connected to the PC, which we call the mmWave AP. MoVR focuses its transmit beam toward the mmWave radio on the headset. MoVR has a Bluetooth link with the AP to exchange control information. Our prototype uses an Arduino to run its control protocol.

For MoVR to reflect the VR signal from the AP to the headset, it needs to address two key design questions: how does MoVR identify the correct direction to align its transmit and receive beams (i.e., its angles of incidence and reflection)? and how does MoVR chose the optimal amplification gain that maximizes the SNR at the headset? Below, we explain these two challenges and provide solutions.

4.1 How does MoVR find the correct angles of incidence and reflection?

To deliver the signal from the AP to the headset, MoVR needs to align its receive antenna beam towards the AP and its transmit antenna beam towards the headset. We will focus on estimating the direction along which signal propagates from the AP to the MoVR reflector – i.e., the angle of incidence. An analogous process can be used to estimate the direction from MoVR’s reflector to the headset.

The mmWave literature has a few papers that propose techniques for finding the the best beam alignment between two nodes [33][30][25]. Unfortunately, we cannot use these schemes since they require the both nodes to transmit and/or receive signals, while MoVR can neither transmit nor receive; it can only reflect signals.

Thus, MoVR delegates to the AP the task of measuring the best incidence angle, which the AP can then communicate to the MoVR reflector via Bluetooth. During this estimation process, the AP transmits and MoVR tries to reflect the signal back to the AP itself (instead of reflecting it to the headset) to allow it to measure the best angle. MoVR, however, does not yet know the direction of the AP. So it has to try various angles and let the AP figure out the direction that maximizes the SNR.

One problem remains. As described above, the AP needs to measure the power of the signal reflected by MoVR while simultaneously transmitting its own signal. Performing this measurement is not easy since the AP is trying to transmit and receive at the same time. As a result, the transmitted signal leaks from the AP’s transmit antenna to its receive antenna. So to measure the reflected signal power, the AP first needs to separate it from the strong leakage signal.

Thus, our algorithm works as follows. It first sets the reflector’s receive and transmit beams to the same direction, say \( \theta_1 \), and sets the AP’s receive and transmit beams to the same direction, say \( \theta_2 \). Then it tries every possible combination of \( \theta_1 \) and \( \theta_2 \) while the AP is transmitting a signal and measuring the power of reflected signal (from the MoVR reflector). The \( \theta_1 \) and \( \theta_2 \) combination which gives the highest reflected power corresponds to the angles for best alignment of the AP’s transmit beam and the reflector’s receive beam. Note that the angle of incidence is measured once at installation. The angle of reflection is first measured once at start-up. Then during use, the headset tracks the SNR and can trigger a new measurement if the SNR begins to degrade. However, MoVR does not need to repeat the full angle measurement process. Because the VR system constantly tracks the headset’s position, we can simply leverage this information to determine the best angle.

One problem remains. As described above, the AP needs to measure the power of the signal reflected by MoVR while simultaneously transmitting its own signal. Performing this measurement is not easy since the AP is trying to transmit and receive at the same time. As a result, the transmitted signal leaks from the AP’s transmit antenna to its receive antenna. So to measure the reflected signal power, the AP first needs to separate it from the strong leakage signal.

One problem remains. As described above, the AP needs to measure the power of the signal reflected by MoVR while simultaneously transmitting its own signal. Performing this measurement is not easy since the AP is trying to transmit and receive at the same time. As a result, the transmitted signal leaks from the AP’s transmit antenna to its receive antenna. So to measure the reflected signal power, the AP first needs to separate it from the strong leakage signal.

To overcome this problem, we use the fact that if MoVR modulates the signal before it reflects it, then the AP can separate the reflected signal from the leakage signal as the two signals become different. For example, if the AP transmits a sinewave at a frequency \( f_1 \), and the reflector modulates this signal by turning its amplifier on and off at a frequency \( f_2 \), then the center frequency of the reflected signal will be \( f_1 + f_2 \) while the leakage signal remains at \( f_1 \). Hence, the AP can simply use a filter to separate the reflected signal from the leakage signal.

Figure 4—MoVR programmable mmWave reflector: (a) the implementation and (b) the block diagram of the MoVR reflector.

Figure 5—MoVR’s setup: The PC is connected to a mmWave AP and the headset is equipped with a mmWave receiver. In the case of a blockage (ex. user turns her head), the AP steers its beam towards the MoVR reflector. The reflector amplifies the signal and reflects it toward the headset.

The AP is a mmWave radio and hence it uses directional antennas.
4.2 How does MoVR find the optimal amplifier gain?

To achieve the best performance, MoVR needs to choose the amplifier gain that maximizes the SNR it delivers to the headset. On one hand, we would like to amplify the signal a lot, but on the other hand, the amplification gain cannot be more than the leakage from reflector’s transmit antenna to its receive antenna. This limitation stems from the fact that if the amplification gain goes higher than the leakage, the amplifier will become saturated and generate garbage signals at its output. To understand why this happens, let’s look at the block diagram of the reflector, shown in Fig. 6(a). As shown in the figure, some of the signal transmitted by the reflector is also received by its own receive antenna. Essentially, the output of the amplifier is fed back to its input as part of the received signal. There is a positive feedback loop. In order to ensure that the leaked signal is damped while the signal of interest (i.e. the received signal from the AP) is amplified, we need to ensure that the amplifier gain is less than the leakage. We describe this in more formal terms below.

Fig. 6(b) shows the equivalent signal-flowgraph of the reflector. The input signal is first amplified by $G_{db}$, then attenuated by $L_{db}$ and fed back to the input. From Control Theory, we know that for this system to be stable, we need to ensure that $G_{db} - L_{db} < 0$ [25][22]. This implies that the amplifier gain ($G_{db}$) must be lower than the absolute value of the leakage ($L_{db}$); otherwise the system becomes unstable, leading to saturation of the amplifier.

To avoid this saturation, the reflector needs to measure the leakage and then set the amplification gain lower than the leakage. The leakage, however, varies as the directions of the transmit and receive beams change at the reflector. Fig. 7 shows the leakage across different transmit beam directions for two different receive beam directions. As we can see, the leakage variation can be as high as 20dB. The variation of the leakage, and the fact that the amplifier gain must always be set lower than the leakage, creates a need for an adaptive algorithm that reacts to the leakage in real time and adjusts the amplifier gain accordingly.

One naïve algorithm is to transmit a signal from MoVR’s transmit antenna, measure the received power at the receive antenna, estimate the amount of leakage, and then use this information to set the amplifier gain accordingly. However, we cannot do this since MoVR does not have transmit or receive chains.

Our solution exploits a key characteristic of amplifiers: amplifiers draw significantly higher current (from a DC power supply) as they get close to saturation mode, compared to during normal operation [27][23]. Therefore, we can detect if the amplifier is getting close to saturation mode by monitoring the current consumption from the power supply. Thus, our gain control algorithm works as follows. It sets the amplifier gain to the minimum, then increases the gain, step by step, while monitoring the amplifier’s current consumption. The algorithm continues increasing the gain until the current consumption suddenly goes high. This indicates that the amplifier is entering saturation mode. The algorithm keeps the amplification gain just below this point.

5. EMPIRICAL EVALUATION

We have built a prototype of MoVR using off-the-shelf components as shown in Fig. 3. The reflector’s hardware consists of two phased array antennas (one for receive and one for transmit) connected to each other through a variable-gain amplifier. The phased arrays consist of patch antenna elements which are designed and fabricated on PCB. The patch antennas are connected to Hittite HMC-933 phase shifters, which allow us to steer the antenna’s beam. To create a variable-gain amplifier, we use a Hittite HMC-C020 PA, a Quinstar QLW-2440 LNA and a Hittite HMC712LP3C voltage-variable attenuator. For controlling MoVR’s reflector and measuring its amplifier’s current consumption, we use an AD7228 DAC, a TI INA169 DC current sensor, and an Arduino Due micro-controller. We equip the HTC VIVE VR headset with a mmWave receiver, and the VR PC with a mmWave AP working at the 24GHz ISM band. The PC has an Intel i7 processor, 16GB RAM, and a GeForce GTX 970 graphics card, which is required for the HTC VIVE. We evaluate MoVR in a 5m × 5m room with standard furniture, in both line-of-sight and non-line-of-sight scenarios.

5.1 Beam Alignment Accuracy

In this experiment, we aim to evaluate MoVR’s ability to find the best beam alignment between the AP and the reflector. We place the AP next to the PC in our testbed. We then place the MoVR reflector at a random location and orientation in our testbed and estimate the angle which provides the best alignment for two different receive beam directions. As we can see, the leakage changes.

The amount of leakage between reflector’s antennas varies as the angle of reflection changes.
the best beam alignment between it and the AP using the method described in §4. We repeat the experiment for 100 runs, changing the reflector’s location and orientation for each. We compare this to the ground truth angle, calculated from the locations of the AP and reflector. We use a Bosch GLM50 laser distance measurement tool to measure these locations to within a few millimeters.

Fig. 8 plots the estimated angle versus the actual angle. The figure shows that MoVR’s algorithm estimates the angle of arrival of the signal (i.e. incident angle) to within 2 degrees of the actual angle. Note that since the beam-width of our phased array is ~10 degrees, such small error in estimating the angle results in a negligible loss in SNR.

### 5.2 SNR Performance

A key promise of MoVR is that it can address the blockage problem. To verify this, we place the AP in one corner of the room and the reflector in the opposite corner. We place the headset at a random location and orientation. The AP transmits packets consisting of OFDM symbols and the headset’s receiver receives these packets and computes the SNR. We perform the experiment for 20 runs, changing the location and orientation of the headset for each. We repeat each run for three scenarios: 1) line-of-sight (LOS), where there is a direct path between the AP and the headset receiver. 2) Optimal non-line-of-sight (Opt. NLOS), where the line of sight is blocked and the SNR is computed by trying all possible combinations of AP and receiver beam directions, picking the one which provides the highest SNR. 3) MoVR is deployed in the same blockage scenario as the Opt. NLOS scenario and the resulting SNR is measured.

Fig. 9 compares the SNRs in all three scenarios. The figure plots the CDF of the SNR improvement relative to line-of-sight, defined as follows:

\[
\text{SNR improvement}[dB] = \text{SNR scenario}[dB] - \text{SNR LOS}[dB]
\]

The figure shows that, in Opt. NLOS scenarios (i.e., without MoVR), the SNR drops by as much as 27dB and the average SNR reduction is 17dB. As shown in §3, such high reduction in SNR prevents the link from supporting the required VR data rate. Thus, simply relying on indirect reflections in the environment to address blockage does not work.

The figure also shows that, for most cases, the SNR delivered with MoVR is higher than the SNR delivered over the line-of-sight path with no blockage. MoVR performs better than the line-of-sight paths because, in those cases, the AP distance to the MoVR reflector is shorter than its distance to the headset’s receiver. Thus, the presence of MoVR along the path, and the fact that it amplifies the signal, counters the SNR reduction due to the longer distances to the headset. The figure shows that MoVR performs 3dB worse than the line-of-sight scenario in some cases. This loss does not affect the data rate though, due to the fact that, in these cases, the headset is very close to the AP and hence provides a very high SNR (30-35 dB) at the headset’s receiver. This SNR is much higher than the 20dB needed for the maximum data rate. Therefore, losing 3 dB SNR in these cases will not affect the data rate. This experiment shows that MoVR enables a high-data-rate link between a VR headset and a PC even in the presence of blockage.

### 6. DISCUSSION & CONCLUSION

This paper presents MoVR, a system that delivers mmWave wireless connectivity to VR headsets. It does so by enabling a smart and simple mmWave reflector that can reconfigure itself and adapt its angles of incidence and reflection to counter the effect of mmWave blockage. The paper also presents initial results that show MoVR’s capability. A few points are worth mentioning:

- We have focused on eliminating the high-rate HDMI connection between the PC and headset. However, the current headset also uses a USB cable to deliver power. This cable can be eliminated by using a small rechargeable battery. The maximum current drawn by the HTC Vive headset is 1500mA. Hence, a small battery (3.8x1.7x0.9in) with 5200mA capacity can run the headset for 4-5 hours.
- Our discussion has focused on delivering a high-data-rate wireless link to the headset, but a VR headset also requires the link to have low latency. The headset updates the display every 10ms. In principle, all components of our design work much faster than this time scale. Our phased array uses analog phase shifters and is controlled with a high-speed Digital-to-Analog converter, which can be updated in sub micro-second time frames. Finding the best beam alignment is the most time consuming process in the design, but one can leverage the tracking information provided by VR system to speed this process. Our future work will focus on designing a fast beam-tracking algorithm that leverages this information and evaluating the end-to-end performance of this system.
Acknowledgments: We thank the NETMIT group and the reviewers for their insightful comments. This research is supported by NSF and HKUST. We thank the members of the MIT Center for their interest and support.

7. REFERENCES


